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Abstract—Facial Emotion Recognition (FER) is pivotal in 

advancing human-computer interaction, affective 

computing, and immersive virtual environments. This study 

introduces a hybrid model that synergizes Convolutional 

Neural Networks (CNN) and Vision Transformers (ViTs) to 

improve FER accuracy and enable robust emotion intensity 

detection. The hybrid architecture leverages CNNs for 

effective local feature extraction while using ViTs to capture 

complex global context, thus enhancing the model’s cross-

domain adaptability. The model’s generalization capability 

was rigorously evaluated on both human face datasets (CK+) 

and cartoon face datasets (FERG-DB), addressing significant 

challenges in cross-dataset and cross-domain FER. 

Experimental results indicate that the hybrid model achieves 

a superior classification accuracy of 94.85% on human face 

datasets (CK+) and 93.75% on cartoon datasets (FERG-DB), 

outperforming standalone architectures. Additionally, the 

model accurately detects emotion intensity with a Mean 

Squared Error (MSE) of 0.038, demonstrating a 

generalization improvement of approximately 7% across 

domains. These results underscore the proposed model’s 

versatility for real-world and virtual applications, marking a 

significant advancement in facial emotion recognition.  
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I. INTRODUCTION 

Facial Emotion Recognition (FER) plays a pivotal role 

in human-computer interaction, enabling systems to 

perceive and respond to human emotions [1]. Despite 

significant advancements in FER methodologies, two 

persistent challenges remain unaddressed: cross-domain 

generalization and robust emotion intensity detection. 

Variations in facial expressions across individuals, cultural 

contexts, and emotional intensities complicate the 

development of FER systems capable of universal 

adaptability [2]. 

This study introduces a hybrid model that leverages the 

complementary strengths of Convolutional Neural 

Networks (CNNs) and Vision Transformers (ViTs). CNNs 

are renowned for their ability to extract detailed local 

features, while ViTs excel at capturing global relationships 

through self-attention mechanisms [3]. By integrating 

these architectures, the proposed model aims to overcome 

the limitations of standalone approaches, enhancing both 

accuracy and generalizability [4]. 

To validate the hybrid model, experiments are 

conducted on datasets representing human (CK+ [5]) and 

cartoon (FERG-DB [6]) facial expressions. In this study, 

cross-domain refers to the ability of a single AI model to 

generalize effectively across datasets with diverse visual 

characteristics, such as nuanced human facial expressions 

in CK+ and exaggerated cartoon features in FERG-DB. 

This capability is critical in real-world applications like 

augmented reality, gaming, and animated content creation, 

where models must handle both human and cartoon-like 

characters seamlessly. For instance, characters like the 

Hulk in the Marvel universe combine realistic human 

features with exaggerated cartoon expressions, blurring 

the boundaries between domains. A cross-domain model 

eliminates the inefficiencies and redundancies of training 

separate models while ensuring robust performance across 

this spectrum of inputs.  

Furthermore, the study evaluates the model’s 

effectiveness in emotion intensity detection, a relatively 

underexplored dimension of FER that holds significant 

practical applications [7]. The main contributions of this 

study are threefold: (1) we introduce a novel hybrid 

architecture that combines CNN and Vision Transformer 

for enhanced FER performance; (2) we validate the 

model’s cross-domain generalization capabilities by 
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evaluating its performance on both human and cartoon 

datasets, demonstrating its versatility in handling diverse 

facial representations; and (3) we incorporate emotion 

intensity detection, enabling the model to quantify not only 

the type but also the intensity of emotions. Through 

extensive experimentation, we demonstrate that this 

hybrid approach significantly outperforms conventional 

models in both emotion classification and intensity 

detection, showcasing its effectiveness as a versatile FER 

solution [7]. 

II. LITERATURE REVIEW 

Facial Emotion Recognition (FER) has become a central 

focus within computer vision, driven by its applications 

across diverse fields such as human-computer interaction, 

healthcare, and affective computing. The task of 

automatically identifying emotional expressions presents 

unique challenges, as FER systems must effectively 

capture subtle variations in facial features while adapting 

to different cultural, demographic, and environmental 

contexts. Over the years, FER has evolved from traditional 

rule-based approaches to advanced deep learning methods, 

achieving increasingly accurate and robust results. 

However, challenges remain, particularly in developing 

systems that generalize well across distinct facial 

representations, including stylized or cartoon faces. Recent 

research emphasizes the evolution of FER methodologies, 

noting the limitations of traditional techniques and 

highlighting advancements in deep learning  

models [8–13]. The capabilities of hybrid architectures, 

which combine Convolutional Neural Networks (CNNs) 

and Vision Transformers (ViTs), have emerged as 

particularly promising solutions. Moreover, ongoing 

challenges in cross-domain generalization and emotion 

intensity detection underline the need for versatile hybrid 

models capable of addressing real-world and virtual 

applications. 

A. Facial Emotion Recognition (FER) Overview 

Facial Emotion Recognition (FER) is a specialized area 

within computer vision and artificial intelligence that 

focuses on detecting and classifying human emotions 

based on facial expressions. FER applications span various 

fields, such as Human-Computer Interaction (HCI), 

affective computing, healthcare, and virtual 

environments  [14, 15]. In these domains, the capacity to 

interpret human emotions through non-verbal cues 

enhances interaction quality and engagement. Early 

research emphasized that facial expressions significantly 

contribute to human communication, a concept 

foundational to FER [16]. Studies like those by  

Guo et al. [17] and Chowdary et al. [18] extend this 

understanding, emphasizing the importance of models 

capable of handling diverse datasets and accounting for 

variations in emotional intensity. 

B. Traditional Approaches to FER 

Traditional FER methods initially relied on rule-based 

systems and hand-crafted features that classified emotions 

using fixed algorithms and heuristics [19, 20]. The Facial 

Action Coding System (FACS), developed by Ekman and 

Friesen, remains a prominent rule-based system that maps 

facial muscle movements to basic emotions [21]. Although 

effective as a structured framework, rule-based FER 

systems were limited by their rigidity and sensitivity to 

variations in lighting, occlusions, and facial structure [22]. 

To address these limitations, geometric and appearance-

based feature extraction methods were introduced. 

Geometric methods capture the spatial relationships 

between key facial landmarks (e.g., eyes, nose, mouth) to 

characterize expressions through distances and angles 

between these points [23]. Appearance-based methods, 

such as Histogram of Oriented Gradients (HOG) [24–26] 

and Gabor filters [25, 26], analyze textural information 

within facial regions, capturing detailed structural cues 

related to specific emotions. However, these methods 

faced challenges in generalizing to dynamic and diverse 

datasets, particularly those containing stylized faces [27]. 

C. Feature Extraction in FER: Geometric and 

Appearance-Based Techniques 

Feature extraction is a critical component of FER, 

focusing on selecting and processing relevant aspects of 

facial images to identify emotions accurately. Two 

primary approaches dominate this area: geometric 

techniques and appearance-based techniques. 

Geometric methods involve analyzing the spatial 

arrangement of facial landmarks, such as the eyes, 

eyebrows, nose, and mouth [28]. Algorithms like Multi-

task Cascaded Convolutional Networks (MTCNN) detect 

these landmarks, and spatial relationships such as 

distances and angles are calculated to capture emotion-

related features. For example, a smile can be identified by 

an increased distance between the corners of the mouth, 

while a frown involves downward-shifted eyebrows. 

These features are computationally efficient but can be 

sensitive to variations in pose and occlusion. 

Appearance-based techniques, on the other hand, focus 

on the texture and pixel intensity of facial regions. 

Techniques like Histogram of Oriented Gradients (HOG) 

and Gabor filters [29] analyze the structure and frequency 

of textures to identify emotion-related patterns. For 

instance, wrinkles around the eyes and forehead are often 

indicative of intense emotions like anger or surprise. 

However, appearance-based methods are computationally 

intensive, making them less suited for real-time 

applications. 

Hybrid approaches integrating geometric and 

appearance-based features have shown promise in 

addressing the limitations of individual methods [30]. By 

combining spatial and textural data, these techniques 

enhance robustness against pose variations and 

environmental challenges, improving the accuracy of FER 

systems in diverse settings [24, 25, 31]. 

D. Modern FER Using Deep Learning 

The adoption of machine learning significantly 

advanced FER by allowing models to learn features 

directly from data rather than relying solely on manually 

defined rules. Early machine learning classifiers, such as 

Support Vector Machines (SVM) [32] and K-Nearest 
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Neighbor (KNN), paired with geometric or appearance-

based features, established a foundational approach to 

automated FER [33–35]. Nevertheless, these models were 

limited by their reliance on feature engineering, which can 

hinder performance in complex, high-dimensional facial 

data. 

Deep learning techniques, particularly Convolutional 

Neural Networks (CNNs), revolutionized FER by 

introducing automatic feature extraction  

capabilities [36–39]. CNNs are particularly effective in 

handling high-dimensional data by learning hierarchical 

representations, progressing from low-level features (e.g., 

edges and textures) to more complex structures (e.g., 

specific facial expressions) through successive layers [17]. 

Despite their success, CNNs often require large datasets 

and struggle with capturing global dependencies, a 

limitation that has spurred interest in Vision Transformers 

(ViTs) [17, 27]. 

ViTs excel at capturing global relationships within an 

image using self-attention mechanisms, offering a 

comprehensive understanding of spatial relationships 

across the entire facial image [17]. While standalone ViTs 

have demonstrated strong performance in general image 

classification, hybrid architectures that combine CNNs 

and ViTs are proving to be effective for FER. Studies by 

Guo et al. [17] and Chaudhari et al. [27] demonstrate how 

these hybrid models address the limitations of standalone 

approaches, leveraging CNNs for local feature extraction 

and ViTs for capturing global dependencies. 

E. Challenges in Cross-Domain FER 

Generalization across domains is one of the most critical 

challenges in FER [40, 41]. Most FER systems are trained 

on human facial datasets, limiting their applicability to 

other domains, such as stylized or cartoon faces, which are 

increasingly relevant in gaming, animation, and virtual 

reality [42]. Cartoon faces exhibit exaggerated expressions 

and unique structural variations, which complicate the 

transfer of FER models from human to cartoon domains. 

As a result, models trained on human faces often fail to 

recognize emotions in stylized characters, limiting their 

effectiveness in mixed-reality applications [6]. 

Previous studies have explored multi-type datasets, 

such as the Extended Cohn-Kanade (CK+) [43] and 

FERG-DB datasets, to improve model generalizability. 

CK+ contains images of human expressions, while FERG-

DB includes stylized cartoon characters with annotated 

expressions. Using both datasets, researchers aim to 

develop FER systems that can recognize emotions across 

diverse facial representations. However, generalizing 

across these domains remains challenging, as differences 

in structure and style create substantial variability in the 

data [3]. 

F. Emotion Intensity Detection 

Detecting emotion intensity, in addition to classifying 

emotions, is essential for applications that require an 

understanding of emotional depth, such as mental health 

assessments and customer service interactions [44–46].  

Traditional approaches to intensity detection relied on 

geometric metrics, such as the degree of eyebrow 

movement or mouth opening. However, modern methods 

integrate these geometric features with texture-based 

metrics, resulting in more precise quantifications of 

intensity levels [47]. 

Recent advances have incorporated ViTs to enhance the 

contextual understanding of intensity features, as 

highlighted in studies like D’Onofrio et al. [47]. ViTs 

enable global spatial analysis, capturing nuanced 

variations in emotional expressions that go beyond simple 

feature extraction. For example, the subtle differences in 

smile width can now be quantified in the context of 

surrounding facial features. 

Future research in this domain is focusing on 

multimodal approaches, combining audio, video, and 

physiological signals to develop comprehensive emotion 

intensity frameworks. The inclusion of hybrid models 

combining CNNs and ViTs provides a strong foundation 

for these advancements, ensuring a balance between 

precision and scalability. 

G. Hybrid Models for Enhanced FER Performance 

Hybrid models combining CNNs and ViTs offers 

balances approach to FER, addressing the limitation of 

standalone architectures. 

By integrating local feature extraction (CNNs) and 

global context modeling (ViTs), these models achieve 

superior performance across diverse datasets. Recent 

studies, such as those by Chowdary et al. [18] and 

Wadhawan et al. [48], illustrate how hybrid models excel 

in both accuracy and generalization. These models 

leverage the strengths of each architecture to overcome 

domain-specific challenges, such as exaggerated 

expressions in cartoon datasets and subtle variations in 

human datasets. 

Additionally, hybrid architectures enable effective 

emotion intensity detection, bridging the gap between 

traditional classification tasks and nuanced emotional 

understanding. Techniques like late fusion and 

hierarchical feature extraction are being explored to 

optimize the integration of CNNs and ViTs, ensuring 

robust performance in real-world scenarios. 

III. MATERIALS AND METHODS 

This section presents the hybrid model architecture 

developed for Facial Emotion Recognition (FER) and 

emotion intensity detection across human and cartoon 

faces. The model integrates Multi-task Cascaded 

Convolutional Networks (MTCNN), Convolutional 

Neural Networks (CNNs), and Vision Transformers 

(ViTs) for preprocessing, feature extraction, and global 

context modeling, respectively. Additionally, a 

dimensionality reduction step using Principal Component 

Analysis (PCA) is applied to enhance computational 

efficiency. The following subsections outline each 

component in detail. 

A. Hybrid Model Architecture 

To ensure robust and consistent input to the hybrid 

model, Multi-task Cascaded Convolutional Networks 

(MTCNN) are used as a preprocessing step for face 
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detection and cropping. MTCNN effectively identifies 

facial regions within images by locating key facial 

landmarks and bounding boxes, even in challenging 

conditions such as variations in pose, lighting, and 

occlusion [49, 50]. This preprocessing ensures that the 

hybrid model focuses solely on the facial regions critical 

for emotion recognition and intensity detection. 

The MTCNN process involves three primary stages. 

First, the Face Detection (P-Net) stage generates candidate 

regions for face detection using a shallow convolutional 

network. It applies bounding box regression to refine these 

region proposals, ensuring initial localization of facial 

areas. Next, the Bounding Box Refinement (R-Net) stage 

refines the bounding boxes generated in the first stage, 

eliminating false positives through classification. This step 

ensures accurate face localization by fine-tuning the 

dimensions of the bounding boxes. Lastly, the Landmark 

Localization and Alignment (O-Net) stage detects key 

facial landmarks such as the eyes, nose, and mouth. These 

landmarks are then used to align and normalize detected 

faces, ensuring consistent orientation and scale. Following 

these steps, the facial region is cropped and resized to a 

fixed resolution of 224×224 pixels. This standardization of 

input dimensions helps exclude irrelevant background 

information, focusing the hybrid model on regions critical 

for emotion analysis. To optimize its predictions, MTCNN 

employs three loss functions. The Face Classification Loss 

uses cross-entropy to classify regions as face or non-face. 

The Bounding Box Regression Loss minimizes the 

Euclidean distance between predicted and actual bounding 

box coordinates, ensuring precise localization. Finally, the 

Landmark Localization Loss optimizes the detection of 

facial landmarks by minimizing the Euclidean distance 

between predicted and true landmark positions. This 

preprocessing step significantly enhances the accuracy and 

efficiency of the hybrid model, making it particularly 

effective for handling diverse datasets such as human faces 

(e.g., CK+) and cartoon faces (e.g., FERG-DB). 

The feature extraction stage of the hybrid model 

leverages CNNs and ViTs. CNNs capture detailed local 

features, such as edges and textures, which are critical for 

identifying specific facial characteristics. ViTs, on the 

other hand, provide global context by modeling 

relationships across the entire image using self-attention 

mechanisms. These components are carefully configured 

with specific hyperparameters to optimize their individual 

performance and ensure seamless integration. Table I 

summarizes the key hyperparameters and architectural 

details of the hybrid model, offering clarity on its design 

and implementation. Fig. 1 illustrates the architecture of 

the hybrid parallel CNN-ViT model, highlighting the 

integration of CNNs, ViTs, and the fusion layer for robust 

emotion recognition and intensity detection. 

Principal Component Analysis (PCA) is incorporated 

into the hybrid model to address the challenges associated 

with high-dimensional feature spaces resulting from the 

fusion of CNN, ViT, and handcrafted features [51]. PCA 

is a statistical technique that transforms the original feature 

space into a set of orthogonal components, prioritizing the 

dimensions with the highest variance. By retaining only 

the most significant components, PCA reduces the 

dimensionality of the data while preserving critical 

information for classification and regression tasks. 

TABLE I. KEY HYPERPARAMETERS AND HYBRID MODEL 

ARCHITECTURE 

Component Parameter Value 

Vision Transformer (ViT) 

Patch Size 16×16 

Number of Layers 12 

Attention Heads 8 

Convolutional Neural 
Network (CNN) 

Kernel Size 3×3 
Number of Filters 64, 128, 256 

Training Settings 

Learning Rate 0.0001 

Batch Size 32 

Optimizer Adam 

 

 

Fig. 1. Hybrid parallel CNN-ViT model for facial emotion recognition 
and intensity detection. 

The theoretical foundation of PCA lies in its ability to 

maximize variance and minimize redundancy within the 

dataset. By projecting data points onto principal 

components, PCA ensures that the majority of the dataset's 

variability is captured using fewer dimensions. This 

reduces computational overhead and mitigates the risk of 

overfitting, which is crucial for high-dimensional data 
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such as those used in FER models [52]. Furthermore, PCA 

has been shown to improve generalization by simplifying 

the feature space, enabling models to focus on the most 

salient patterns [53]. 

In this study, PCA is applied to the extracted geometric 

and appearance-based features, retaining 90% of the 

variance. This ensures computational efficiency without 

significant loss of critical information. By combining PCA 

with CNN and ViT outputs, the model achieves a 

comprehensive yet compact representation of facial 

features, enhancing its ability to recognize emotions across 

diverse datasets. This dimensionality reduction step also 

aligns with established practices in FER, where PCA has 

been successfully utilized to preprocess and optimize large 

feature spaces [54]. 

Feature extraction in the hybrid model combines 

geometric and appearance-based techniques to capture 

both structural and textural information essential for 

emotion recognition. Following the approach of  

Youssif et al. [55], 19 Facial Characteristic Points (FCPs) 

are detected using MTCNN, categorized into three facial 

regions: eyebrows, eyes and nose, and mouth. Key 

Euclidean distances between FCP pairs, such as Eye 

Distance, Nose Width, Nose-to-Mouth Distance, and 

Eyebrow Angle, are calculated to quantify spatial 

relationships critical to emotion analysis. These geometric 

features provide a robust representation of facial structure, 

accommodating the variability of human expressions and 

exaggerated cartoon characteristics. 

Fig. 2 illustrates the Euclidean distances between key 

facial landmarks, highlighting the measured relationships 

for human faces (left) and cartoon faces (right). This 

process ensures consistency across domains, enhancing 

the model's ability to generalize emotion recognition by 

capturing subtle structural variations critical to both 

human and stylized expressions. 

 

 

Fig. 2. Geometric feature extraction, highlighting the Euclidean 
distances calculated between facial landmarks. 

For appearance-based features, Histogram of Oriented 

Gradients (HOG) is employed to capture the structure and 

texture of facial regions. HOG extracts gradient-based 

features from 48×48 grayscale images, focusing on edge 

and texture details as shown in Fig. 3. The resulting 2,304 

HOG features are reduced in dimensionality using 

Principal Component Analysis (PCA), which retains 90% 

of the variance to ensure computational efficiency without 

losing critical information. The extracted geometric and 

appearance-based features are appended to the CNN and 

ViT outputs to form a comprehensive feature 

representation. 

The CNN module is chosen as the initial stage for 

feature extraction due to its proven ability to capture fine-

grained, local features from facial images [56]. CNNs are 

highly effective at identifying essential facial 

characteristics, such as edges, textures, and localized 

expressions that play a critical role in FER. By learning 

hierarchical representations through multiple 

convolutional layers, CNNs can recognize patterns that 

correlate to specific emotions [6]. Given its strength in 

handling high-dimensional data, the CNN module serves 

as a powerful foundation for extracting detailed local 

features from both human and cartoon faces, setting the 

stage for further processing by the Vision Transformer. 

 

 

 

Fig. 3. the extracted HOG features from grayscale images in both CK+ 
and FERG-DB datasets. 

Following the CNN, the Vision Transformer (ViT) 

module is applied to enhance global feature learning. ViTs 

have recently emerged as powerful tools for understanding 

complex dependencies in image data by capturing 

relationships across the entire image via self-attention 

mechanisms [16]. Unlike CNNs, which are constrained by 

their localized filter structure, ViTs excel at modeling 

long-range dependencies, providing a holistic view of 

facial structures and expressions. This capability is 

particularly beneficial in cross-domain applications, where 

the model must adapt to variations between human and 

cartoon faces. In this architecture, the ViT enables the 

model to capture subtle contextual cues and spatial 

relationships, complementing the local features extracted 

by the CNN [7]. 

To create a unified feature representation, the outputs of 

the CNN, ViT, and geometric and appearance-based 

features are merged in a fusion layer. The fusion layer 

combines the detailed local features from the CNN, the 

global, context-rich representations from the ViT, and the 
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geometric and texture-based descriptors. This layer 

employs concatenation to integrate the features 

effectively, enhancing the model’s robustness in 

recognizing emotions across diverse face types. 

In addition to emotion classification, the model includes 

an intensity detection layer to quantify the degree of 

emotional expression. This layer, following the fusion of 

all extracted features, uses either a regression approach or 

a SoftMax layer to estimate intensity levels. For 

continuous intensity values, a regression layer (e.g., mean 

squared error) is applied to predict a value that corresponds 

to the strength of the emotion. For discrete intensity levels, 

a SoftMax layer can be used, assigning probabilities to 

predefined intensity categories. This intensity detection 

capability enhances the model's utility in applications that 

require an understanding of emotional depth, such as 

mental health assessments and user feedback analysis [57]. 

B. Dataset and Preprocessing 

1) Dataset selection and justification 

This study employs two core datasets, CK+ and FERG-

DB, to evaluate the proposed hybrid model’s performance 

and cross-domain generalization capabilities. 

Extended Cohn-Kanade (CK+) Dataset is a widely 

recognized benchmark dataset for Facial Emotion 

Recognition (FER). It comprises 593 sequences of human 

facial expressions, transitioning from neutral to peak 

emotion, annotated with seven cardinal emotion 

categories: anger, disgust, fear, happiness, sadness, 

surprise, and contempt [43]. The dataset’s high-quality 

annotations and inclusion of varied age groups and genders 

make it a robust choice for assessing FER performance in 

human domains. Additionally, CK+ provides intensity-

annotated data that is essential for evaluating the model’s 

emotion intensity prediction capabilities [43]. 

FERG-DB Dataset introduces a novel dimension to FER 

by focusing on stylized cartoon characters, featuring 

55,767 images labeled with similar emotion categories [3]. 

Its unique representation of exaggerated facial features and 

stylistic variations poses significant challenges for 

generalization across non-human domains. The dataset 

includes six diverse cartoon characters, enabling the model 

to learn domain-specific nuances associated with artistic 

expressions [3]. 

The combination of CK+ and FERG-DB was 

deliberately chosen to address cross-domain 

generalization, a critical challenge in FER research. CK+ 

captures the subtle, nuanced facial cues of human 

expressions, while FERG-DB emphasizes exaggerated, 

stylistic features [3, 43]. By integrating these datasets, the 

proposed model is evaluated on its ability to generalize 

across two fundamentally different domains, bridging the 

gap between human and cartoon face recognition. 

2) Dataset preprocessing 

To ensure robust cross-domain generalization, the 

model is trained on a combination of human and cartoon 

face datasets, providing diverse and complementary data. 

The Extended Cohn-Kanade (CK+) dataset serves as the 

primary foundation for Facial Emotion Recognition (FER) 

on human faces. CK+ is a widely recognized dataset in the 

field of emotion recognition, containing 593 sequences 

from 123 participants, covering a wide range of ages and 

ethnicities. These sequences transition from neutral to 

peak emotional expressions, with detailed annotations 

based on the Facial Action Coding System (FACS) for 

emotions such as anger, happiness, sadness, and surprise. 

The dataset’s diversity in demographics and its high-

quality annotations make it an ideal choice for training 

models to recognize subtle distinctions in human facial 

expressions [43]. 

For stylized faces, the FERG-DB dataset is employed, 

which includes cartoon characters with annotated 

emotions. FERG-DB consists of 55,767 annotated images 

of six cartoon characters displaying seven cardinal 

expressions, such as joy, anger, and disgust. The 

exaggerated and unique stylizations typical of cartoon 

faces pose distinct challenges for FER. Incorporating 

FERG-DB allows the model to adapt to non-human 

domains, ensuring its applicability to gaming, animation, 

and virtual reality [3]. 

To enhance model robustness and reduce overfitting, 

extensive data augmentation techniques are applied to both 

datasets. These techniques include random rotations and 

flipping to simulate variations in pose and orientation, 

scaling and cropping to introduce size diversity while 

retaining critical features, and brightness and contrast 

adjustments to improve resilience to lighting 

variations  [18, 58]. Augmentation increases variability in 

the training data, enabling the model to learn features that 

generalize effectively to real-world scenarios. 

While the CK+ and FERG-DB datasets provide a strong 

foundation for evaluating the hybrid model, they have 

limitations in terms of diversity and real-world 

applicability [59]. Future work could incorporate more 

comprehensive datasets such as Real-world Affective 

Faces Database (RAF-DB) and AffectNet, which offer 

greater variability in demographic representation, 

expression types, and environmental conditions. RAF-DB 

includes facial images captured under unconstrained 

conditions with annotations for subtle and compound 

emotions, while AffectNet provides an extensive 

collection of images annotated for both categorical and 

dimensional emotions [43, 60]. By utilizing these datasets, 

the model could address more diverse real-world 

challenges and improve its robustness. 

The hybrid model’s feature space, generated from the 

outputs of the CNN and Vision Transformer (ViT) 

modules, is high-dimensional and computationally 

intensive. To address this, Principal Component Analysis 

(PCA) is applied to the fused features, retaining 90% of the 

variance while significantly reducing dimensionality. PCA 

transforms the feature space into a lower-dimensional 

representation by retaining only the most significant 

components [52]. This approach removes redundant 

information, simplifies the feature space for more efficient 

inference, and maintains high accuracy in emotion 

recognition and intensity detection. 

By combining the strengths of diverse datasets, robust 

preprocessing, and advanced optimization techniques, the 

model achieves improved generalization across human and 

cartoon faces while maintaining computational efficiency. 
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IV. EXPERIMENT SETUP 

The experimental evaluation of the proposed hybrid 

model was conducted on a system equipped with an Intel 

Core i7 processor operating at 2.21 GHz, an NVIDIA GTX 

1060 GPU with 6 GB of VRAM, and 24 GB of system 

memory, running Windows 11 Professional Workstation. 

The implementation was carried out using Python, with 

TensorFlow managing the CNN module for its ease of 

integration and pre-built support for image-based 

operations, and PyTorch managing the Vision 

Transformer (ViT) module for its flexibility in handling 

transformer architectures. These distinct roles ensured 

robust and efficient handling of data preprocessing and 

model training. 

Two datasets were used for evaluation: CK+ for human 

facial expressions and FERG-DB for cartoon facial 

expressions. CK+ is a widely recognized dataset with 

labeled sequences transitioning from neutral to peak 

emotional expressions, covering emotions such as anger, 

happiness, sadness, and surprise. The dataset’s 

annotations, based on the Facial Action Coding System 

(FACS), provided a high-quality foundation for training 

models to detect subtle human emotions [43]. FERG-DB, 

on the other hand, consisted of 55,767 annotated images of 

six cartoon characters displaying seven cardinal 

expressions, such as joy, anger, and disgust. The 

exaggerated and unique stylizations typical of cartoon 

faces posed distinct challenges, making this dataset 

valuable for evaluating the model's cross-domain 

generalization capabilities [2]. Both datasets were divided 

into training, validation, and testing subsets in a 70:15:15 

ratio, ensuring balanced representation across emotion 

classes.  

Preprocessing involved the use of MTCNN for 

detecting and aligning faces, followed by cropping the 

detected regions to a standardized resolution of 224 × 224 

pixels. Data augmentation techniques, implemented using 

OpenCV, included random rotations (±15°), horizontal 

flipping, scaling (0.8–1.2×), cropping, and 

brightness/contrast adjustments (±20%). These 

augmentation techniques were applied during training to 

simulate real-world variations, mitigate overfitting, and 

enhance the model’s ability to generalize across diverse 

datasets. By introducing variability into the training data, 

these steps significantly improved the robustness and 

generalizability of the model, as demonstrated in Figs. 4 

and 5. 

Feature extraction leveraged both geometric and 

appearance-based techniques to capture complementary 

information. Geometric features were derived from 19 

Facial Characteristic Points (FCPs) detected using 

MTCNN, with Euclidean distances between pairs of points 

quantifying spatial relationships critical for emotion 

recognition. These features were particularly useful for 

cartoon faces, where expressions are often 

exaggerated  [55]. Appearance-based features were 

extracted using Histogram of Oriented Gradients (HOG), 

which focused on texture and edge details in facial regions. 

HOG features were computed from 48x48 grayscale 

images, resulting in 2,304 features. Principal Component 

Analysis (PCA) was applied to reduce the dimensionality 

of these features, retaining 90% of the variance and 

ensuring computational efficiency while preserving 

essential information [52]. 

 

 

Fig. 4. Pipeline diagram for data preprocessing after MTCNN cropped 
and aligned process. 

 

 

Fig. 5. Detected faces on both datasets pass into data augmentation 

process including rotate, scale, flip, brightness and contrast adjustment. 

The hybrid model consisted of a CNN backbone (VGG-

16) and a Vision Transformer (ViT). The CNN was 

initialized with pre-trained weights from ImageNet, which 

provided a robust foundation for extracting local features. 

These weights were fine-tuned to adapt to the 

characteristics of the CK+ and FERG-DB datasets [56]. In 

contrast, the ViT module was trained from scratch due to 

the lack of pre-trained models tailored for FER. Key ViT 

parameters, such as the patch size (16×16), the number of 

attention heads (8), and the depth of transformer blocks (12 

layers), were optimized experimentally to achieve the best 

performance [27]. 

The training process involved optimizing two loss 

functions. For emotion classification, the categorical 

cross-entropy loss was used, defined as: 
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 𝐿𝐶𝐸 =  −
1

𝑁
∑ ∑ 𝑦𝑖,𝑘 log(𝑦̂𝑖,𝑘)𝐾

𝑘=1
𝑁
𝑖=1    (1) 

 

where 𝑁  is the number of samples, 𝐾  is the number of 

emotion classes, 𝑦𝑖,𝑘  is the ground truth label (1 if the 

sample belongs to class 𝑘 , otherwise 0), and 𝑦̂𝑖,𝑘  is the 

predicted probability for class 𝑘 . For emotion intensity 

detection, the Mean Squared Error (MSE) loss function 

was applied: 

 

𝐿𝑀𝑆𝐸 =  
1

𝑁
∑ (𝑦𝑖 − 𝑦̂𝑖)

2𝑁
𝑖=1     (2) 

 

where 𝑦𝑖 and 𝑦̂𝑖 represent the true and predicted emotion 

intensity values, respectively. 

The Adam optimizer was used with an initial learning 

rate of 0.0001, beta values of (0.9, 0.999), and a weight 

decay of 1×10−5 [32]. Training was conducted with a batch 

size of 32 and capped at 50 epochs. Early stopping was 

implemented, halting training if the validation loss did not 

improve for 10 consecutive epochs. 

The hybrid model’s feature space, generated by fusing 

outputs from the CNN and ViT modules, was 

computationally intensive due to its high dimensionality. 

To address this, Principal Component Analysis (PCA) was 

applied, transforming the high-dimensional data matrix 

𝑋 ∈ 𝑅𝑁𝑥𝐷  into a lower-dimensional representation  

𝑍 ∈ 𝑅𝑁𝑥𝑀 as: 

 

𝑍 = 𝑋𝑊     (3) 

 

𝑊 ∈ 𝑅𝐷𝑥𝑀 contains the eigenvectors corresponding to the 

top 𝑀 eigenvalues of the covariance matrix 𝐶 of 𝑋: 

 

𝐶 =  
1

𝑁−1
𝑋𝑇𝑋  (4) 

Dimensionality reduction was applied to the fused 

feature space of the hybrid model using PCA, transforming 

the high-dimensional data into a lower-dimensional 

representation while retaining 90% of the variance. This 

reduced computational intensity during inference without 

compromising accuracy [52]. 

The hybrid model’s performance was evaluated using 

standard metrics including the model’s accuracy, 

precision, recall, and F1-score. For emotion intensity 

detection, the MSE metric was used as defined in Eq. (2).  

Training and validation processes were conducted on 

the Graphic Processing Unit (GPU) for computational 

efficiency, while data preprocessing and augmentation 

were handled on the Central Processing Unit (CPU). On 

average, training the hybrid model took approximately 6 

hours per dataset, with an additional hour required for 

validation and testing. Figs. 4 and 5 visually demonstrate 

the preprocessing pipeline and augmented images used in 

this study, respectively. By combining robust 

preprocessing, advanced feature extraction techniques, 

and a hybrid model architecture, this study achieved a 

comprehensive evaluation of the proposed model's 

capabilities. 

V. RESULT AND DISCUSSION 

The proposed hybrid model demonstrated superior 

performance in emotion classification across both human 

(CK+) and cartoon (FERG-DB) datasets. To further 

validate this performance, statistical metrics such as 

Cohen’s kappa coefficient were calculated. The hybrid 

model achieved kappa values of 0.92 on CK+ and 0.89 on 

FERG-DB, indicating high reliability and strong 

agreement between predicted and actual classifications. 

These metrics also highlighted areas of misclassification, 

such as the occasional confusion between “Fear” and 

“Sadness,” offering deeper insights into the model's 

strengths and areas for improvement. 

On the CK+ dataset, the hybrid model achieved an 

accuracy of 94.85%, outperforming standalone CNN 

(92.63%) and Vision Transformer (ViT) (93.15%) 

architectures. Similarly, on the FERG-DB dataset, the 

hybrid model recorded an accuracy of 93.75%, surpassing 

the standalone CNN (91.50%) and ViT (92.00%). These 

results underline the effectiveness of combining CNNs’ 

capabilities in local feature extraction with ViTs’ strength 

in capturing global contextual information. Table II 

summarizes the comparative performance across all 

models and datasets. 

Table II illustrates the hybrid model’s ability to balance 

localized and global feature extraction, leveraging the 

strengths of CNN and ViT architectures. The standalone 

CNN achieves high accuracy in tasks requiring detailed 

local features, such as edge detection and texture analysis. 

However, its inability to capture long-range dependencies 

limits its performance in scenarios requiring holistic 

context, such as distinguishing exaggerated cartoon 

expressions. Conversely, the ViT excels in modeling 

global dependencies, making it more effective for cartoon 

datasets like FERG-DB, where expressions are stylized 

and exaggerated. Despite this, ViT alone lacks the 

precision in localized feature extraction necessary for 

nuanced human facial expressions in CK+. By integrating 

CNN and ViT components, the hybrid model addresses 

these limitations, achieving superior accuracy across both 

datasets. This balance ensures applicability in mixed-

domain scenarios, such as augmented reality or human-

avatar interaction, where models must adapt to diverse face 

types and expression subtleties. 

A. Performance Evaluation Across Datasets 

The hybrid model’s performance further highlights its 

ability to balance localized and global feature extraction. 

The standalone CNN, with its focus on localized feature 

extraction, achieves high precision (93.00%) on CK+ but 

struggles with cartoon datasets like FERG-DB due to its 

limited capacity for holistic understanding. Conversely, 

the ViT achieves higher precision (92.30%) on FERG-DB 

by capturing global contextual relationships but struggles 

with nuanced human expressions. The hybrid model 

combines the strengths of both architectures, achieving the 

highest accuracy of 94.85% on CK+ and 93.75% on 

FERG-DB. It also demonstrated superior F1-scores of 

94.93% and 93.80%, effectively adapting to diverse face 

types and domains. 
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The precision, recall, and F1-scores in Table II 

emphasize the hybrid model’s potential for practical 

applications. These include healthcare diagnostics, 

interactive gaming, and mixed-domain scenarios where 

both stylized and realistic expressions must be recognized 

reliably. However, the model’s occasional 

misclassifications, such as confusing “Fear” with 

“Sadness,” highlight opportunities for improvement 

through domain-specific refinements. 

B. Dataset Biases and Limitations 

While the hybrid model demonstrated strong 

performance across both CK+ and FERG-DB datasets, 

certain biases and limitations of these datasets may have 

influenced the results. The CK+ dataset, widely regarded 

as a benchmark for human facial emotion recognition, 

benefits from carefully annotated sequences and diverse 

emotion categories. However, its controlled environment, 

characterized by consistent lighting, frontal poses, and 

staged expressions, limits its applicability to real-world 

scenarios where spontaneous emotions, occlusions, and 

environmental variations are common. Additionally, the 

relatively small size and demographic homogeneity of 

CK+ may restrict its representation of global diversity, 

potentially leading to biased performance in real-world 

applications. 

TABLE II. PERFORMANCE COMPARISON (ACCURACY, PRECISION, RECALL, F1-SCORE, AND MSE) FOR  

CK+ AND FERG-DB ACROSS HYBRID, CNN, AND VIT MODELS 

Dataset Model Accuracy (%) Precision (%) Recall (%) F1 Score (%) 

CK+ 

CNN 92.63 93.00 93.50 92.75 
VGG16 93.85 93.92 93.50 93.71 

VGG19 94.20 94.30 93.88 94.09 

ViT 93.15 93.45 93.02 93.23 
Hybrid  94.85 95.12 94.75 94.93 

FERG-DB 

CNN 91.50 91.60 91.20 91.40 

VGG16 92.75 92.85 92.40 92.62 
VGG19 93.10 93.20 92.80 93.00 

ViT 92.00 92.30 91.90 92.10 

Hybrid  93.75 94.00 93.60 93.80 

 

In contrast, FERG-DB introduces valuable diversity by 

focusing on stylized cartoon characters with exaggerated 

expressions. This dataset allows the model to explore 

domain-specific challenges, such as exaggerated features 

like wide mouths or large eyes, but it may also lead to 

overfitting. The lack of environmental variability, such as 

changes in lighting or occlusion, further limits its 

generalizability to real-world animated contexts. 

Moreover, the stark differences between CK+ and FERG-

DB highlight the challenge of cross-domain 

generalization. While CK+ emphasizes subtle and nuanced 

human expressions, FERG-DB prioritizes amplified 

features, complicating the model’s ability to generalize 

across these domains. 

C. Cross-Domain Generalization Challenges 

Cross-domain evaluations revealed the model’s 

adaptability limitations. For instance, the model achieved 

an accuracy of 85.2% when trained on CK+ and tested on 

FERG-DB, and 83.5% when the reverse was applied. 

These results highlight the challenges in generalizing 

across domains with distinct visual characteristics, such as 

exaggerated expressions in cartoons versus nuanced 

human facial cues. The hybrid model faced notable 

challenges in addressing the unique characteristics of 

human and cartoon datasets. Human facial cues, as in 

CK+, are nuanced and involve subtle expressions, such as 

slight eyebrow raises or lip movements, which require 

precise localized feature extraction. In contrast, cartoon 

faces in FERG-DB are stylized with exaggerated features 

that demand global context modeling for effective 

recognition. 

 

Table II and the confusion matrices in Figs. 6 and 7 

provide deeper insights into these challenges. For CK+ 

(Fig. 6), misclassifications often occurred between “Fear” 

and “Sadness,” attributed to overlapping visual cues like 

eyebrow positioning and lip curvature. On FERG-DB  

(Fig. 7), the model sometimes confused “Fear” and 

“Surprise,” as cartoon exaggerations amplified features 

shared across these emotions. These results emphasize the 

hybrid model’s strengths in achieving high performance 

on each dataset individually, while also revealing its 

limitations in adapting between distinct visual styles. 

 

 

Fig. 6. Confusion matrix for CK+ dataset. 
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Fig. 7. Confusion matrix for FERG-DB dataset. 

D. Justification for a Unified Cross-Domain Model 

While it may seem simpler to develop separate models 

for each domain, certain real-world applications 

necessitate a unified cross-domain approach. This is 

particularly relevant in the entertainment industry, where 

characters often blur the boundaries between human and 

cartoon representations. For example, the Hulk in the 

Marvel universe embodies a mix of nuanced human facial 

features and exaggerated cartoon-like expressions. In such 

scenarios, the ability to recognize both human and stylized 

facial cues seamlessly becomes essential for applications 

like augmented reality, interactive gaming, and animated 

content creation. 

The hybrid model, with its combined CNN and ViT 

architectures, addresses this need by effectively adapting 

to these mixed-domain requirements. This capability 

reduces the inefficiencies of training and maintaining 

separate models for each domain while ensuring cohesive 

and robust performance across diverse datasets. 

E. Proposed Improvements and Future Directions 

Several strategies can be implemented to enhance the 

hybrid model’s ability to handle cross-domain challenges: 

1) Domain-Specific Training Phases: Incorporating 

specialized normalization layers or attention mechanisms 

could adjust for cartoon exaggerations, reducing 

misclassification rates. 

2) Synthetic Datasets: Using datasets that blend human-

like and cartoon-like features could bridge the gap between 

the two domains, providing the model with intermediate 

representations for effective adaptation. 

3) Adversarial Learning: Domain adaptation 

techniques, such as adversarial feature alignment, may 

further minimize domain-specific discrepancies, enabling 

the hybrid model to achieve consistent performance across 

varied datasets. 

4) Augmentation with Diverse Datasets: Including 

datasets like AffectNet or RAF-DB, which contain 

spontaneous expressions and real-world variability, could 

reduce biases and improve robustness. 

These strategies, combined with fine-tuning using 

transfer learning, could address the limitations highlighted 

in this study and enhance the hybrid model’s applicability 

in mixed-domain scenarios. 

F. Emotion Intensity Detection 

The hybrid model also demonstrated strong 

performance in emotion intensity detection, achieving a 

Mean Squared Error (MSE) of 0.038 on CK+ and 0.042 on 

FERG-DB. These results indicate robust performance in 

quantifying human emotional intensity, though the slightly 

higher MSE on FERG-DB reflects the challenges of 

calibrating intensity levels for exaggerated cartoon 

features, such as overly widened eyes or exaggerated 

mouth shapes. Additionally, the Mean Absolute Error 

(MAE) results reinforce the model’s reliability in emotion 

intensity detection, as shown in Table III. 

The hybrid model’s lower MSE and MAE values, 

particularly when compared to standalone architectures 

like CNN or ViT, underscore its ability to effectively 

balance localized and global feature extraction for accurate 

intensity prediction. The integration of geometric-based 

features (e.g., eyebrow angles and mouth-to-nose 

distances) and appearance-based features (e.g., Histogram 

of Oriented Gradients) played a key role in refining 

emotion intensity detection. 

TABLE III. INTENSITY PREDICTION PERFORMANCE METRICS 

Model MSE MAE 

CNN 0.045 0.170 

VGG16 0.042 0.165 

VGG19 0.040 0.160 
ViT 0.043 0.168 

Hybrid (VGG16 + ViT) 0.038 0.155 

 

The higher MSE observed in the FERG-DB dataset 

highlights the difficulty of calibrating intensity levels for 

exaggerated cartoon features. Incorporating domain-

specific scaling mechanisms or normalization layers may 

further improve the model’s capability to quantify emotion 

intensity across varied domains. 

Overall, the findings underline the hybrid model’s 

potential for advancing FER applications. By addressing 

both nuanced and exaggerated facial features, the model 

proves effective in tackling cross-domain challenges. 

However, the insights from this study also reveal critical 

areas for improvement, providing a strong foundation for 

future advancements in FER technologies. 

VI. CONCLUSION 

This study introduced a hybrid model integrating 

Convolutional Neural Networks (CNNs) and Vision 

Transformers (ViTs) for robust Facial Emotion 

Recognition (FER) and emotion intensity detection. By 

combining the local feature extraction capabilities of 

CNNs with the global context modeling of ViTs, the 

hybrid model achieved state-of-the-art performance across 

both human (CK+) and cartoon (FERG-DB) datasets. The 

model outperformed standalone architectures, with an 

accuracy of 94.85% on CK+ and 93.75% on FERG-DB for 

emotion classification, as well as achieving a Mean 

Squared Error (MSE) of 0.038 in intensity detection. These 

results highlight the model’s ability to generalize across 
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diverse datasets and capture subtle variations in emotion 

intensity. 

The success of the hybrid model can be attributed to 

several key components: the integration of geometric and 

appearance-based features, the use of robust preprocessing 

via MTCNN, and the application of Principal Component 

Analysis (PCA) to reduce computational complexity. 

Geometric features, such as eyebrow angle, eye-to-eye 

distance, mouth-to-nose distance, and mouth width, were 

combined with appearance-based features derived using 

Histogram of Oriented Gradients (HOG) to capture both 

structural and texture details. The K-Nearest Neighbors 

(KNN) algorithm was employed to cluster images into 

intensity levels based on these combined features, enabling 

the model to predict emotion intensity with higher 

granularity. The incorporation of data augmentation 

techniques further enhanced the model’s robustness, 

enabling it to handle real-world variations in facial 

expressions. 

Despite these achievements, some limitations remain. 

The model occasionally struggled with moderate intensity 

levels and subtle emotions with overlapping features, such 

as “Fear” and “Surprise” or “Anger” and “Disgust.” These 

challenges indicate the need for more diverse and balanced 

training datasets. Additionally, cross-domain evaluations 

revealed slight performance drops, suggesting that further 

refinements, such as domain adaptation techniques, could 

improve robustness. Datasets like AffectNet and RAF-DB, 

known for their extensive annotations and real-world 

variability, will be prioritized to address the biases and 

limitations of CK+ and FERG-DB. These datasets offer 

the opportunity to incorporate spontaneous expressions, 

diverse demographics, and complex environmental 

conditions, enabling the model to generalize better across 

mixed domains. Testing the hybrid model on these 

datasets, as well as leveraging techniques like adversarial 

domain adaptation and transfer learning, will be critical in 

achieving robust cross-domain performance. 

Future validation efforts will focus on larger and more 

diverse datasets, such as AffectNet and RAF-DB, to 

address the limitations of CK+ and FERG-DB. 

AffectNet’s extensive annotations and RAF-DB’s diverse 

real-world expressions provide valuable opportunities to 

enhance model generalizability and robustness. 

Multimodal datasets integrating audio, video, and 

physiological signals will also be explored to improve the 

interpretation of complex emotional states. Furthermore, 

incorporating domain adaptation techniques, such as 

adversarial learning and transfer learning, will be 

prioritized to ensure better cross-domain generalization. 

These advancements aim to establish the hybrid model as 

a comprehensive and scalable solution for real-world FER 

applications. 

This work opens several avenues for future research. 

Incorporating multimodal data, such as audio or 

physiological signals, could enhance the model’s ability to 

interpret complex emotional states. Leveraging Generative 

Adversarial Networks (GANs) for advanced data 

augmentation could address class imbalances and improve 

generalization. Testing the model on more diverse 

datasets, including real-world environments with noise 

and occlusions, would further validate its practical 

applicability. Lastly, optimizing the model for real-time 

deployment would extend its utility in applications such as 

virtual reality, healthcare, and gaming. 

In conclusion, the proposed hybrid model represents a 

significant advancement in FER, offering a versatile and 

accurate solution for both human and cartoon faces. By 

addressing the non-generalization challenges of individual 

models trained on different dataset types, the hybrid model 

bridges this gap through the integration of geometric and 

appearance-based approaches. Its ability to perform well 

across domains and capture emotion intensity 

demonstrates its potential for impactful real-world 

applications, laying a foundation for future developments 

in this field. 
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