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Abstract—Deep learning architectures, such as 

Convolutional Neural Networks (CNNs) and Vision 

Transformers (ViTs), are playing an increasingly crucial role 

in early diagnosis and treatment across medical fields. As 

these AI models are integrated into clinical practice, the need 

for explainable AI tools, like Gradient-weighted Class 

Activation Mapping (Grad-CAM), becomes paramount to 

building clinician trust and ensuring the reliability of AI-

driven diagnoses. However, a gap exists in the literature 

regarding comprehensive, quantitative, and qualitative 

comparisons of CNN and ViT performance across diverse 

medical imaging tasks, particularly those involving 

variations in object scale. This study compares CNN-based 

and ViT-based models for two medical imaging tasks: 

diabetic retinopathy detection from fundus images (small 

objects) and pneumonia detection from chest X-rays (large 

objects). We evaluate popular CNN architectures (ResNet, 

EfficientNet, VGG, Inception) and ViT models (ViT-Base, 

ViT-Large, ViT-Huge), using both quantitative metrics and 

expert qualitative assessments. We also analyze Grad-CAM’s 

effectiveness for visualizing regions of interest in these models. 

Our results show that ViT-Large outperforms other models 

on X-rays, while EfficientNet excels on fundus images. 

However, Grad-CAM struggles to highlight small regions of 

interest, particularly in diabetic retinopathy, revealing a 

limitation in current explainable AI methods. This work 

underscores the need for optimization of explainability tools 

and contributes to a better understanding of CNN and ViT 

strengths in medical imaging.   

 

Keywords—explainable AI, Vision Transformer (ViT), 

Convolutional Neural Network (CNN), medical imaging, 

Gradient-weighted Class Activation Mapping (Grad-CAM) 

 

I. INTRODUCTION 

The healthcare sector is experiencing a significant 

transformation through the incorporation of AI in medical 

image diagnosis [1]. Within AI, deep learning has proven 

 
 Manuscript received September 27, 2024; revised October 16, 2024; 

accepted December 6, 2024, published February 17, 2025.  

to be an exceptionally effective tool for automating disease 

classification and object detection across different medical 

imaging modalities [2]. This advancement holds the 

promise of enhancing clinical practices by increasing 

diagnostic accuracy, efficiency, and, consequently, 

improving patient outcomes. 

Within the application of deep learning in medical 

imaging, Convolutional Neural Networks (CNNs) and 

Vision Transformers (ViTs) are two prominent 

architectures that have captured significant attention in 

recent years. Medical images differ significantly in the size 

of biomarkers, posing unique challenges for disease 

diagnosis [3]. For instance, lesions in fundus images are 

often tiny, requiring models to detect small details, while 

abnormalities or fractures in X-ray images are 

considerably larger, necessitating a focus on more 

extensive regions. This variability in biomarker size makes 

it challenging to select the appropriate architecture, as 

CNNs and ViTs need to be adapted to effectively capture 

the relevant features for accurate diagnosis across different 

imaging modalities. 

CNNs with their inherent ability to learn spatial features, 

have been the dominant method for medical image 

analysis for years [4]. Remarkable architectures like 

VGG  [5] and ResNet [6] established CNN as the standard 

for tasks like image classification and object  

detection [7–11]. However, while CNNs are effective at 

extracting features, their intrinsic inductive bias restricts 

their focus to local image features, which impedes further 

enhancements in model performance. Some studies 

introduced attention mechanism to CNN-based models to 

focus on the most relevant parts of the input data, 

enhancing the quality of feature representation [12–15]. 

This selective focus helps in highlighting important 

features while suppressing irrelevant ones. Most of studies 

have utilized transfer learning techniques, reusing pre-
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trained CNN models to address challenges related to small 

datasets and limited computational resources. This 

approach has shown promise in improving accuracy, 

reducing time and resource requirements, and addressing 

class imbalances [4]. However, these models also face 

challenges such as the need for large and diverse datasets 

and the limited interpretability of deep learning 

models  [16]. 

In contrast, ViTs rely on self-attention mechanisms 

allows them to capture long-range dependencies within 

images, which offers an advantage over pure CNNs for 

vision tasks. Although initially designed for natural 

language processing tasks [17], transformers have recently 

demonstrated remarkable performance in computer vision 

applications, including medical imaging analysis and 

recognition [18–23]. Some studies utilize both CNN-based 

and transformer-based in one framework to enhance the 

overall performance [24, 25]. However, this approach is 

not universally effective, as demonstrated in [26] where 

combining CNN and ViTs resulted in negative effects 

compared to the use of ViT alone. 

Revealing the black-box nature of deep learning models 

either CNN-based of transformer-based is essential for 

gaining the trust of end-users, especially in the medical 

field. The opacity and complexity of these models often 

make their decision-making processes difficult to 

comprehend. Explainable Artificial Intelligence (XAI) 

provides methods to expose and clarify these decisions, 

making the models’ inner workings more transparent [27]. 

Therefore, XAI techniques have gained significant 

attention in the field of AI, particularly in medical imaging, 

where accurate and interpretable machine learning models 

are crucial for effective diagnosis and treatment 

planning  [28].  

Gradient-weighted Class Activation Mapping (Grad-

CAM) is particularly popular tool in medical imaging 

applications [29–32]. It has been a fundamental tool for 

analyzing the explainability and interpretability of various 

deep learning models generated based on CNN and ViT 

architectures such as [33–35] which primarily relied on the 

outputs of Grad-CAM. To our knowledge, no study has 

conducted a systematic and critical evaluation of Grad-

CAM’s efficiency. In addition, some studies have 

leveraged Grad-CAM to provide insights into transformer-

based models for visual tasks in the medical  

domain [36–38].  

This motivates us to fill this gap and to evaluate Grad-

CAM with both CNN-based and transformer-based 

models, revealing how Grad-CAM can elucidate the 

models’ decisions through the gradients produced by 

feature maps in CNNs and attention maps in transformers. 

The complexity and diversity of medical images pose 

significant challenges, making it essential to understand 

model performance across datasets with varying 

biomarker sizes. In order to determine the suitability of 

each architecture for different object scales, our 

comparative analysis involves testing on Diabetic 

Retinopathy (DR) fundus images [39] and pneumonia 

chest X-ray images [40]. DR fundus images capture the 

inner features of the eye, providing insights into diabetic 

complications, characterized by smaller and more intricate 

features such as microaneurysms and hemorrhages. In 

contrast, X-ray chest images dataset offers a 

comprehensive view of larger anatomical structures like 

bones and soft tissues, aiding in the diagnosis of various 

skeletal and lung diseases. By selecting these diverse 

datasets, we aim to bridge the gap in comparative studies 

between CNNs and ViTs for objects of varying sizes in 

medical imaging. Radiologists and one ophthalmologist, 

as domain experts, are also involved for identifying the 

regions of interest in the datasets and then to evaluate the 

Grad-CAM visualizations. This evaluation helps assess the 

alignment between the models’ highlighted regions and 

the areas identified by medical experts, further validating 

the models’ predictions and their potential utility in 

clinical settings. 

The main contribution of this paper includes:  

• It provides an in-depth empirical analysis 

comparing CNN-based architectures with ViT-

based architectures using two publicly available 

medical images datasets. The first dataset, 

comprising diabetic retinopathy fundus images, 

includes small objects, while the second dataset, 

consisting of pneumonia chest X-ray images, 

features large objects. It presents both quantitative 

and qualitative evaluations for the architectures 

under consideration, providing a comprehensive 

assessment of their performance. 

• It evaluates the Grad-CAM technique on both 

CNN-based and ViT-based architectures. The 

evaluation involved three domain experts, who 

provided insights into the qualitative aspects. 

The remaining of this paper is organized as follows. The 

proposed approach is presented in Section II while the 

results are reported and discussed in Section III. The 

conclusion and future directions are presented in IV. 

II. RESEARCH METHOD 

Fig. 1 depicts the high-level architecture of the proposed 

framework, which is described in detail in the following 

subsections. 

A. Datasets and Preprocessing 

In this study, we selected two medical image datasets to 

evaluate the models, focusing on both large and tiny 

biomarkers. Each dataset was used for a binary 

classification task. 

1) APTOS dataset 

This dataset consists of 2931 training fundus images and 

367 testing images, containing various features indicative 

of diabetic retinopathy (DR), such as abnormal vessels, 

bleeding, and exudates. Despite the original dataset having 

five classes, we conducted our experiments as a binary 

classification task. The images were preprocessed and 

augmented through resizing to 384384 pixels, applying 

random flips, resized cropping, color jittering, rotation, 

and affine transformations, and were normalized with 

specific mean and standard deviation values [39]. 
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Fig. 1. The framework of exploring the Grad-CAM explainability in disease classification. 

2) Pneumonia X-ray dataset 

This dataset includes 5216 training images and 624 

testing images, depicting normal lungs, bacterial 

pneumonia, and viral pneumonia. For our experiments, we 

used a binary classification approach. The images 

underwent preprocessing and augmentation similar to the 

APTOS dataset, including resizing to 384x384 pixels, 

random flips, resized cropping, rotation, affine 

transformations, and normalization [41].  

B. Models Training and Evaluation 

We evaluate a range of CNN-based and Vision 

Transformer (ViT) architectures, all of which were pre-

trained on the ImageNet dataset [42]. We employed fine-

tuning and transfer learning techniques to adapt these 

models to our disease classification task. The following 

paragraphs detail the CNN and ViT models used in our 

study, highlighting the unique characteristics and 

innovations of each architecture. 

1) CNN-based models 

We utilized several CNN-based models, each 

introducing unique features to address specific limitations 

of previous architectures. VGG-16, known for its 

simplicity and robust performance, employs a uniform 

structure of multiple convolutional layers with small 3x3 

filters followed by max-pooling layers [5]. ResNet 

architectures, specifically ResNet-18 and ResNet-50, 

introduced skip connections that effectively mitigate the 

vanishing gradient problem, facilitating the learning of 

more complex patterns. The primary difference between 

these models lies in their depth, with ResNet-18 having 18 

layers and ResNet-50 having 50 layers [6]. EfficientNet-

B5 enhances performance by scaling the depth, width, and 

resolution of the network in a balanced manner, offering 

improved results at the expense of increased computational 

complexity [43]. Inception-V3, from Google’s Inception 

family, features a sophisticated structure with inception 

modules that capture a wide range of features at different 

scales. This model also includes factorized 77 

convolutions to reduce computational cost and an auxiliary 

classifier that enhances gradient flow and network 

regularization [44]. 

2) Transformer-based models 

We utilized various transformer-based architectures, 

each designed to leverage the strengths of transformer 

models in computer vision. The base models, ViT-b-16 

and ViT-b-32, utilize patch sizes of 16x16 and 32x32 

respectively, and despite having around 86 million 

parameters, they perform competitively in numerous 

vision tasks. Larger variants, ViT-L-16 and ViT-l-32, with 

the same patch sizes, incorporate more layers and 

parameters, enabling them to capture more complex 

patterns in the data. The ViT-H-14 model, with a patch 

size of 14x14 and approximately 630 million parameters, 

is one of the largest ViTs. Each of these models builds 

on the foundational ViT architecture, which includes 

components such as image-to-patch transformation, linear 

projection, positional encoding, encoder, and MLP 

layers  [45]. 

3) Models evaluation 

We evaluated the models using five metrics: Accuracy, 

F1-Score, Recall, Precision, and Kappa Score. We 

compared the CNN-based models and selected the models 

that perform the best for each dataset. Similarly, we 

compared the ViT models and select the best one for each 

dataset. Grad-CAM was applied only on the best models 

for each dataset to interpret their decision-making 

processes. 

a) Accuracy 

Accuracy is the ratio of the number of correct 

predictions to the total number of predictions. In a binary 

classification, such as our case, accuracy can be directly 

interpreted as the proportion of true results (both true 

positives and true negatives) among the total number of 

cases examined. The formula for accuracy is:  
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 Accuracy =
Number of Correct Predictions

Total Number of Predictions
  (1) 

 

b) F1-Score 

The F1-Score is the harmonic mean of precision and 

recall, and it tries to find the balance between these two 

metrics. It is particularly useful in scenarios where the data 

has imbalanced classes. A perfect F1-Score is 1, indicating 

perfect precision and recall, while the worst score is 0. The 

formula for the F1-Score is: 

 

 F1-Score = 2 ∙  
Precision ∙ Recall

Precision + Recall
                 (2) 

 

c) Recall 

Recall, also known as sensitivity, hit rate, or True 

Positive Rate (TPR), is the proportion of the total amount 

of relevant instances that were actually retrieved. It is a 

measure of a model’s completeness. In a medical context, 

a low recall would mean many false negatives. The 

formula for recall is: 

 

 Recall =  
True Positive

True Positive + False Negative
                (3) 

 

where true positive is the correct prediction of a positive 

class, false negative is the incorrect prediction of a 

negative class when it should have been positive. 

d) Precision 

Precision, also known as positive predictive value, is the 

proportion of the total amount of true positives against all 

the positive results (both true positives and false positives). 

In a medical context, a low precision can be serious 

because it means there will be many false alarms. The 

formula for precision is: 

 

 Precision =
True Positive

True Positive + False Positive
             (4) 

 

where, false positive is the incorrect prediction of a 

positive class when it should have been negative. 

e) Kappa score 

The kappa value is a metric that compares an observed 

accuracy with an expected accuracy (random chance). It 

takes into account both correctly and incorrectly classified 

instances. It is useful when the classes are imbalanced. The 

formula for the kappa score is: 

 

               Kappa Score =
Po − Pe

1 − Pe
                       (5) 

 

where Po is the observed accuracy and Pe is the expected 

accuracy. 

4) Settings 

The training of both CNNs and ViTs was conducted 

under a controlled environment to ensure a fair comparison 

and robust test results. The parameters and optimization 

techniques used were carefully chosen based on their 

effectiveness and suitability for the task. The learning rate 

was set to 1e−3, and the models were trained for a total of 

10 epochs. The Cross-Entropy loss function was used due 

to its effectiveness in classification problems. The Adam 

optimization method was chosen for its ability to update 

network weights iteratively based on the training data. The 

training was carried out on Google Colab T4 and L4 GPUs 

to ensure fast and sufficient computational power. 

C. Gradient-Weighted Class Activation Mapping 

Grad-CAM has gained significant popularity in medical 

imaging applications due to its ability to highlight the most 

critical regions of an image utilized in a deep learning 

model’s decision-making process, seeking trust and 

interpretability in the results [29–31].  

For CNNs, feature maps represent the output of a 

convolutional layer, capturing specific features in the input 

image or feature map [46]. Grad-CAM leverages the 

feature maps from the final convolutional layers of the 

CNN, computing the gradients of the target class with 

respect to these feature maps, Fig. 2. These gradients are 

then weighted and combined to produce a heatmap that 

highlights the important regions of the image [32]. 

In contrast, attention maps are used for interpretability 

in transformer-based models [47]. These maps provide 

insights into how the model uses self-attention 

mechanisms to capture relationships between different 

patches in the image. Specifically, they utilize the attention 

maps generated by the self-attention layers, where the class 

token aggregates information from all image patches. For 

instance, in ViTs, the output of the layers is typically 

represented as BATCH  197  192, where the first 

element of the 197 dimension represents the class token, 

and the remaining 196 elements represent the 1414 

patches in the image. By treating the last 196 elements as 

a 1414 spatial image with 192 channels, the activations 

and gradients can be reshaped to 2D spatial images [48]. 

Grad-CAM calculates the gradients of the target class with 

respect to the attention maps or the class token to produce 

a heatmap that indicates which parts of the image 

contributed most to the model’s prediction.  

In essence, Grad-CAM helps end-users understand 

whether the model bases its decisions on the correct areas 

in the images, ensuring that the AI’s focus aligns with 

clinical expectations and expertise. In our work, we 

employed Grad-CAM to visualize the decision-making 

areas for the best performing models from both the ViT-

based and CNN-based groups. We used the PyTorch 

implementation of Grad-CAM [48] to visualize all selected 

samples from both datasets: Xray and fundus images. 

Through the application of Grad-CAM, we aim to gain 

insights into the models’ decisions and align these 

visualizations with the clinical diagnoses provided by 

domain experts and discover how Grad-CAM works for 

different architecture. 

Journal of Advances in Information Technology, Vol. 16, No. 2, 2025

267



 

Fig. 2. The architecture of Gradient-weighted Class Activation Mapping (Grad-CAM) with CNN-based models. 

D. Domain Experts Annotation and Evaluation 

To ensure a thorough evaluation, we randomly selected 

samples from each dataset for comparative analysis. Our 

collaboration with domain experts (two radiologists and 

one ophthalmologist) consisted of two rounds: annotation 

and evaluation. 

1) Annotation 

We collaborated with the domain experts to annotate the 

affected regions in the medical images, specifically 

segmenting the abnormal areas with biomarkers and to 

diagnose the image class as either normal or abnormal. 

Their expertise was crucial in identifying and marking 

areas of interest, which served as a comparative analysis 

stage alongside the model predictions and Grad-CAM 

visualizations. These expert annotations provided a 

benchmark for evaluating the accuracy and reliability of 

the models. We used the LabelBox annotation tool to 

collaborate with domain experts remotely [49]. The 

primary goal of this collaboration was to compare the 

experts’ annotations with the model predictions and the 

Grad-CAM visualizations. By leveraging the expertise of 

these domain specialists, we ensured that the annotated 

data was of high quality and clinically relevant. 

2) Evaluation 

In the second round, we provided the experts with a 

table containing the original samples along with the 

visualizations from both the best ViT model and the best 

CNN model. At this stage, we asked them to evaluate the 

visualizations of both models based on their clinical 

experience. This two-step approach allowed us to gather 

comprehensive feedback on both the diagnostic accuracy 

and the interpretability of the model visualizations, 

ensuring a thorough assessment of their clinical 

applicability and reliability. Additionally, we compare the 

annotations provided by different radiologists with X-ray 

datasets only to ensure consistency and validate the 

robustness of the annotations, then choose those images 

that have total agreements between the two radiologists. 

III. RESULTS AND DISCUSSION 

In this section, we present a comprehensive analysis and 

discussion of the performance of CNN-based and ViT-

based models on the two medical image datasets: 

Pneumonia X-ray dataset and APTOS dataset, followed by 

an evaluation of the visualization outputs and expert 

assessments. 

A. Model Analysis 

We present a detailed analysis and discussion of the 

performance of CNN-based and transformer-based models 

on two medical images datasets: chest X-ray, and APTOS. 

The evaluation metrics include Accuracy, Precision, 

Recall, F1-Score, and Kappa-Score, with a primary 

emphasis on the F1-Score to ensure a balanced assessment 

of precision and recall, Table I. Our findings reveal distinct 

patterns in the efficacy of CNN-based and transformer-

based for each dataset. Specifically, the ViT-l-16 model 

emerged as the best performer for the chest X-ray dataset 

with an F1-score of 87.27%, indicating its superior 

capability in handling this type of imaging. Conversely, in 

the APTOS dataset, the CNN model EfficientNet-B5 

outperforms all other models with an exceptional F1-score 

of 96.12%, highlighting its effectiveness in retinal image 

classification. These results underscore the importance of 

selecting the appropriate architecture tailored to the 

specific characteristics of the dataset, thus maximizing 

diagnostic accuracy and efficiency in medical imaging 

tasks. 
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TABLE I. RESULTS OF DIFFERENT MODELS ON THE PNEUMONIA X-RAY AND APTOS DATASETS  

Type Model Acc.% Precision% Recall% F1% κ 

CNN 

Resnet-18 82.85 88.79 83.06 90.74 79.78 87.86 80.86 88.40 0.6195 0.7703 

Resnet-50 76.28 90.98 76.80 92.67 78.54 90.16 76.01 90.70 0.5301 0.8155 

EfficientNet-B5 87.33 96.17 87.76 96.49 85.00 95.90 86.03 96.12 0.7215 0.9225 

VGG-16 82.69 89.89 82.02 92.16 80.51 88.92 81.12 89.51 0.6230 0.7925 

Inception-V3 82.53 92.89 81.28 93.23 82.17 92.55 81.64 92.79 0.6333 0.8559 

ViT 

ViT-b-16 81.41 91.53 82.17 92.37 77.60 90.95 78.87 91.34 0.5819 0.8275 

ViT-b-32 85.73 90.71 86.13 92.28 83.11 89.91 84.19 90.43 0.6852 0.8100 

ViT-l-16 87.98 93.98 87.02 94.35 87.56 93.65 87.27 93.90 0.7455 0.8781 

ViT-l-32 85.41 93.98 84.32 94.10 85.85 93.79 84.82 93.92 0.6974 0.8785 

ViT-h-14 87.17 92.89 86.17 94.04 87.94 92.26 86.70 92.72 0.7350 0.8551 

Note: The table compares the performance of various Convolutional Neural Networks (CNNs) and Vision Transformer (ViT) models. The blue columns 

represent the results for the Pneumonia X-ray dataset, while the green columns represent the results for the APTOS dataset for fundus images. The 
highest values for each metric highlighted in BOLD, while under lined values representing the best within the model types. 

1) CNN-based models analysis 

For the chest X-ray dataset, we evaluated the 

performance of both CNN-based and transformer-based 

models. Among the CNN-based models, EfficientNet-B5 

achieved the highest F1-Score of 86.03%, indicating a 

balanced performance between precision and recall. Other 

CNN models like VGG-16 and Inception-V3 also 

performed well, each achieving an F1-score of 81.12% and 

81.64%, respectively. For the APTOS dataset, which 

involves the classification of retinal images with small 

biomarkers, the results were markedly different. Here, the 

CNN model EfficientNet-B5 achieved an outstanding F1-

Score of 96.12%, the highest score achieved across all 

models and datasets. This demonstrates the exceptional 

capability of EfficientNetB5 in this specific task, making 

it the most suitable model for APTOS dataset analysis 

according to our experimental analysis.  

2) Transformer-based models analysis 

For the chest Xray dataset, when we compared the 

previous results with the transformer-based models, we 

observed a higher performance. Specifically, the ViT-l-16 

model achieved an F1-Score of 87.27%, which was the 

highest among all models tested under F1-score measure. 

This suggests that the ViTI-16 model is particularly 

effective in the classification of chest X-rays, 

outperforming the traditional CNN-based architectures. 

For the APTOS dataset, transformer-based models also 

performed well, with ViT-l-16 and ViT-l-32 achieving an 

F1-score of 93.90% and 93.92%, but they did not surpass 

the performance of EfficientNet-B5. This highlights that 

while transformer-based are powerful, CNN-based models, 

particularly EfficientNet-B5, still hold significant potential 

and can outperform transformer-based models in certain 

medical imaging applications. 

3) Besst models architecture analysis 

Based on the reported results, the best model type for 

each dataset can be highlighted as follows: for the chest X-

ray dataset, the transformer-based model ViT-l-16 

emerged as the best performer with an F1-Score of 87.27%, 

indicating its superior capability in handling this type of 

imaging. For the APTOS dataset, the CNN-based model 

EfficientNet-B5 was the top performer with an exceptional 

F1-Score of 96.12%, showcasing its effectiveness in 

retinal image classification. These findings highlight the 

necessity of choosing the right model architecture tailored 

to the unique characteristics of each dataset to achieve the 

best performance in medical imaging tasks. Overall, as 

observed from Table I, the majority of the top-performing 

models are within the group of ViT models with X-ray 

dataset, indicating the strong suitability of transformer 

architectures for the datasets analyzed in our experiments. 

While in APTOS dataset, the top-performing models are 

within the group of CNN-base models. 

B. Qualitative and Domain Experts Evaluation 

In this section, we compare the visualization outputs of 

the best-performing models from both the ViT and CNN 

groups against the doctors’ annotations and their 

evaluations to determine the most effective Grad-CAM 

representation for each model group. We visualized the 

results of the top models from both the ViT and CNN 

groups for each dataset, aiming to compare their methods 

of identifying affected areas in medical images. This 

comparison allows us to assess how these models make 

their diagnostic decisions, evaluate their interpretability 

and clinical relevance, and examine the Grad-CAM 

preference for CNN architectures. 

1) Pneumonia X-ray dataset analysis 

The ViT-l-16 model surpasses all CNN-based models 

evaluated in this study, as discussed in Section III-A. Our 

evaluation of fifteen Xray image samples demonstrated a 

high level of agreement between the ViT-l-16 model, the 

EfficientNet-B5 model (the best performing CNN-based 

model), and the radiologists’ diagnoses regarding the 

normality or abnormality of the X-ray images. However, 

in terms of visualization, the radiologists expressed a clear 

preference for the Grad-CAM visualizations produced by 

the CNN-based model (EfficientNet-B5) when it came to 

highlighting the affected regions in the images, as shown 

in Table II. This performance aligns closely with the 

radiologists’ annotations. Despite the superior quantitative 

performance of ViT models, the visualizations provided by 

CNN-based models were found to be more interpretable 

and effective in identifying abnormal regions in chest X-

ray images. 
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TABLE II. COMPARISON OF MODEL PREDICTIONS, GRAD-CAM VISUALIZATIONS, AND RADIOLOGIST’S EVALUATIONS ON THE PNEUMONIA X-RAY 

DATASET. R1: FIRST RADIOLOGIST, R2: SECOND RADIOLOGIST 

Original Image 
ViT-l-16  

Grad-CAM 

EfficientNet-B5  

Grad-CAM 
Annotation 

Radiologist’s Evaluation 

ViT Visualization CNN Visualization 

R1 R2 R1 R2 

    

× × ✓ ✓ 

    

× × ✓ ✓ 

    

× × ✓ ✓ 

    

× × ✓ ✓ 

    

× × × ✓ 

Note: The table presents a detailed comparison of model outputs and expert evaluations to assess the alignment and accuracy of the model predictions 

and visualization with clinical diagnoses. All images are correctly predicted as abnormal by both models, which is aligned with ground-truth and 
radiologist’s DIAGNOSIS. 

TABLE III. COMPARISON OF MODELS PREDICTIONS, GRAD-CAM VISUALIZATIONS, AND OPHTHALMOLOGIST EVALUATION ON THE APTOS DATASET 

Original Image 
ViT-l-16  

Grad-CAM 

EfficientNet-B5 

Grad-CAM 
Annotation 

Ophthalmologist Evaluation 

Best Visualization 

Grad-CAM ViT Grad-CAM CNN 

    

× ✓ 

    

× ✓ 
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× × 

    

× × 

    

✓ × 

    

✓ × 

Note: The table presents a detailed comparison of model outputs and expert evaluation to assess the alignment and accuracy of the model predictions 

and visualization with clinical diagnoses. All images are correctly predicted as abnormal by both models, which is aligned with ground-truth and 

ophthalmologist diagnosis. 

Our experimental findings indicate a significant 

preference in the Grad-CAM technique for CNN 

architectures, which affects the trustworthiness of Grad-

CAM visualizations for other model architectures. This 

preference underscores the critical need for developing 

more interpretable and reliable visualization techniques 

that can be consistently applied across different types of 

models. Ensuring such interpretability is essential for the 

clinical adoption of AI systems, as it directly impacts the 

reliability and accuracy of diagnostic support tools in 

medical imaging. 

2) APTOS dataset analysis 

The visualization outputs of the best-performing models 

from the ViT group (ViT-l-16 model) and CNN groups 

(EfficientNet-B5) shown in Table III. Assessing the 

quality of Grad-CAM visualizations and their alignment 

with clinical annotations shows struggling with the two 

models to highlight the regions correctly. As reported in 

Section III.A, the EfficientNet-B5 model achieved F1-

score of 96.12% on APTOS, outperforming the ViT-l16 

model. However, the qualitative assessment conducted by 

the ophthalmologist revealed critical insights into the 

limitations of both models’ visualizations. Specifically, 

some of the affected areas were ignored by both models as 

stated by the ophthalmologist “both models exhibited poor 

highlighting of significant diabetic retinopathy changes, 

such as microaneurysms, neovascularization, and 

hemorrhages, make it hard to select the best among them”. 

This observation underscores the difficulty these models 

face in accurately detecting tiny lesions, which are crucial 

for diagnosing diabetic retinopathy.  

Moreover, our experimental results indicate a 

preference in the Grad-CAM technique for CNN-based 

architectures, which often produce more interpretable 

visualizations. However, with fundus images with tiny 

lesions, evaluating the best GradCAM visualization 

between ViT and CNN models across six samples, the 

ophthalmologist’s preferences were equally split. This 

equal preference indicates that neither model convincingly 

provided the best visualization, further emphasizing their 

struggles in highlighting tiny objects.  

These findings are consistent with our broader study, 

which demonstrates the challenges associated with 

detecting small objects in medical images using current AI 

models. The visualization quality for large objects, such as 

those in chest X-ray images, was notably better, as these 

models were more effective in highlighting relevant areas. 

This contrast highlights the inherent difficulty in detecting 

small lesions compared to larger structures. 

IV. CONCLUSION 

The field of healthcare is undergoing a transformative 

shift with the integration of AI for medical image analysis. 

This paper provided a comparative analysis of different 

types of CNNs including Resnet, EfficientNet, VGG, and 

Inception with different versions of ViTs including ViT-

Base, ViT-Large, and ViT-Huge for disease classification 

in medical imaging. Two crucial medical imaging datasets 

have been used: diabetic retinopathy fundus images dataset 

from APTOS and pneumonia chest X-ray images dataset, 

which include small and large regions of interest, 

respectively. The highest results for diabetic retinopathy 
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fundus images have been obtained using EfficienNet-B5 

with reporting an F1 of 96.12%. However, the best results 

of pneumonia chest X-ray images have been obtained 

using ViT-l-16 with reporting an F1 of 87.27%. In addition, 

the efficiency of the Grad-CAM tool has been evaluated 

systematically with the involvement of three domain 

experts. The findings reveal that the Grad-CAM technique 

tends to prefer CNN-based architectures. Additionally, the 

Grad-CAM technique fails to effectively highlight small 

regions in both CNN and ViT-based architectures. 

The authors are working on enhancing Grad-CAM to 

better consider small objects and be more suited for ViT 

architectures and other visual architectures. 
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