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Abstract—Career guidance is important for helping students 
make informed choices about their studies and future 
careers. Yet many students lack access to resources that 
match their personal needs, leaving them uncertain about 
their options. This paper presents a chatbot built with 
Retrieval-Augmented Generation (RAG) to provide tailored 
career advice for baccalaureate students in a Moroccan high 
school. We compared multiple embedding models (OpenAI 
text embedding, Bidirectional Encoder Representations from 
Transformers (BERT), and Mistral) and large language 
models (GPT, LLaMA, and Mistral) within the same 
retrieval–generation framework. The evaluation showed that 
while all models achieved strong performance, the 
combination of OpenAI embeddings with Elasticsearch for 
retrieval and GPT for generation produced the most 
consistent and contextually appropriate responses. These 
findings show that RAG-based systems can support students 
with timely and personalized career guidance that connects 
their academic choices to available career options. 
 
Keywords—Retrieval-Augmented Generation (RAG), career 
guidance, chatbot 
 

I. INTRODUCTION 

Over the past few years, numerous studies have 
confirmed that providing guidance on career choices is 
essential for students in grades where they must make 
critical decisions about their future paths. In Morocco, 
institutions and baccalaureate students, often prioritize 
success in the baccalaureate exam, while placing little 
emphasis on career guidance and the support needed to 
explore career paths. Unfortunately, this gap often leads to 
poor choices, which can negatively affect long-term 
success and satisfaction in the chosen field.  

In this context, recent advancements in Artificial 
Intelligence (AI) and Natural Language Processing (NLP) 
have opened new avenues for addressing the career 
guidance challenge, particularly through systems offering 
personalized support. Among these, chatbot technology 

stands out as a promising tool for scalable career guidance. 
This research focuses on implementing a chatbot system 
based on Retrieval Augmented Generation (RAG), an 
advanced approach that combines information retrieval 
with generative AI models. As defined in Ref. [1], the 
RAG technology synergistically merges Large Language 
Models’ (LLMs) intrinsic knowledge with the vast, 
dynamic repositories of external databases. aiming to 
provide more accurate and contextually coherent 
responses for chatbot users. 

As we delve deeper into this paper, we will explore in 
detail the proposed system designed for Moroccan 
baccalaureate students. The proposed system, designed for 
Moroccan baccalaureate students, leverages RAG 
capabilities to deliver up-to-date information tailored to 
each student’s goals. First, we outline the architecture of 
the RAG-based chatbot, including the selection of career 
related data aligned with the Moroccan educational and 
professional system. Next, we detail the implementation 
process, covering each development phase and the 
deployment/hosting strategies used to make the chatbot 
accessible to students. we then present the results of a 
preliminary evaluation conducted with high school 
students. This evaluation mainly focuses on metrics such 
as BERTScore, RAGAS Score, and user satisfaction. 
Finally, we discuss future directions for this research, 
emphasizing the integration of machine learning 
techniques and the incorporation of up-to-date labor 
market information. In conclusion, this work aims not only 
to enhance career guidance systems but also to bridge the 
career guidance gap in Moroccan education. 

II. LITERATURE REVIEW 

A. Career Guidance Systems in Education 
Integrating technology into educational approaches is 

gaining momentum traction, with applications in smart 
learning, predicting student outcomes and projecting 
academic pathways. In this context, the concept of career 
guidance has also grown in importance to bridge the gap 
between education and the job market. Supriyanto et al. [2] 
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analyzes student performance using Machine Learning 
(ML) and presents a predictive model for academic 
success. Based on the results, the authors design a career 
paths recommendation system to help users navigate 
different professional opportunities. Similarly, El-Sofany 
and El-Seoud [3] focus on personalized guidance systems, 
using data visualization and recommendation techniques 
to provide advice tailored to each student’s profile.  

Loan and Van [4] explore the potential of career 
prediction systems for students. It places a high focus on 
improving student’s decision-making through the 
combination of data driven intelligence and advanced 
computational methods. In the same context, Refs. [5, 6] 
address the challenges of implementing digital career 
guidance tools in educational environments, and introduce 
a machine learning-based framework specifically designed 
to analyze and match student attributes and skills with 
potential career options. These works also stress the role 
of technology in career guidance. Overall, they show a 
growing use of machine learning, data visualization, and 
personalized systems to better match student profiles with 
career paths. 

B. Emerging Technologies in Education: Retrieval 
Augmented Generation 

Common technologies such as artificial intelligence and 
natural language processing are transforming educational 
tools, seeking to enhance teaching and learning 
experiences. Su et al. [7] present an AI chatbot designed to 
assist universities in the admission process and career 
guidance. This chatbot leverages natural language 
processing to provide students with advice on academic 
program, career progression and related topics. 
Furthermore, authors integrate machine learning 
algorithms to continually improve its recommendations 
and keep information up to date. More broadly, AI driven 
systems can process vast amounts of data to personalize 
learning paths and support decision-making. Among these 
systems, RAG models have emerged as particularly 
transformative. It combines large language models with 

information retrieval to produce precise and accurate 
responses [8].  

RAG is an advanced NLP approach that retrieves, 
external information in real time and integrate it into the 
content generation process [9]. The RAG technology 
combines the precision of information retrieval systems 
with the generative power of large language models, 
allowing chatbots and educational tools to retrieve 
information from curated datasets. This makes them well 
suitable for applications like career guidance, personalized 
tutoring and adaptive learning platforms.  

Unlike traditional generative models that rely solely on 
pre-trained data, RAG model dynamically retrieve 
information from connected knowledge base and use it to 
enhance response quality. In the context of career 
guidance, studies have shown that RAG can significantly 
improve chatbot interactions by generating accurate, up to 
date, and tailored advice. For example, when a student asks 
about a specific career, the system can retrieve the latest 
labor market statistics and academic requirements from 
trusted sources. Alsafari et al. [10] investigates the 
evolution of educational chatbot, focusing on a teaching 
assistant developed at the University of Leeds. The authors 
compare traditional chatbot with a RAG method to 
improve the effectiveness of the teaching assistant, and 
conclude that when combining LLM (like GPT-3.5 with 
RAG), the results mark a major change in educational 
chatbot capabilities and provide a foundation for future 
educational tools. Similarly, Deshmukh and Bajaj [11] 
demonstrate that a hybrid RAG/NLP approach can 
improve job recommendation accuracy by combining 
structured and unstructured data sources, achieving higher 
precision and recall scores. Therefore, Andersson and 
Enqvist [12] apply RAG to job recommendation system 
proving its impact on career guidance. Similarly, Saha and 
Saha [13] explore the role of LLM and RAG based support 
systems in enhancing the experience of international 
graduate students with relevant and up to date 
recommendations.  

TABLE I. COMPARISON OF QUERY PROCESSING WITH AND WITHOUT RAG INTEGRATION 

Step No-RAG Example With-RAG Example 
Query Input “What is the population of Morocco in 2024?” “What is the population of Morocco in 2024?” 

Retriever Module N/A “2024 data: 37.5 million.” 
Language Model “The population is around 36 million” “Based on World Bank data, the population is 37.5M.” 
Output Response May be outdated or less accurate Accurate and up-to-date, grounded in external data 

Adaptability Limited, depends on static pretraining High, can integrate updated data sources without retraining 
Ease of System 

Updating 
Requires retraining or manual updates to improve 

data 
Updating the knowledge base automatically improves response 

quality 
 
Along the same lines, Amarnath and Nagarajan [14] 

proposes an intelligent retrieval-augmented generation 
chatbot for contextually aware conversations to guide high 
school students; This study shows that combining real-
time retrieval with an adaptable conversational approach 
can help students stay engaged and make better decisions. 
RAG-based systems, in particular, have potential to offer 
personalized and flexible career guidance, supporting both 
job recommendations and professional growth. The 
following table (Table I) compares the responses for the 

same query, generated by a NO-rag model and a model 
with retrieval augmented generation. 

C. Large Language Models (LLMs) in Retrieval and 
Generation 

Large Language Models (LLM) are deep learning 
models trained on massive datasets to perform a wide 
range of NLP tasks. These models exhibit strong capacities 
in understanding natural language and solving complex 
tasks (through text generation) [15]. In the context of a 
retrieval augmented generation system, LLM ensure both 
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accurate information retrieval and coherent response 
generation. They create embedding vectors that represent 
the semantic meaning of words and phrases, allowing for 
semantic search. Once relevant information is retrieved, 
LLMs lsuch as GPT, Large Language Model Meta AI 
(LLaMa) or Mistral can to generate fluent and coherent 
responses. 

Evaluating LLM performance in RAG systems involves 
assessing both the quality of the retrieval component and 
the effectiveness of the generation component. In Ref. [16] 
the authors investigate the potential of a LLM-based 
chatbot “MoodleBot” designed to support learning in 
computer science classrooms. They evaluate students’ 
acceptance which reflects positive perceptions of its 
usefulness and measure its accuracy through the 
Technology Acceptance Model (TAM). Findings indicate 
that MoodleBot achieved an 88% accuracy rate. In  
Ref. [17], the BARKPLUG V.2, a LLM-based chatbot 
system leverages RAG pipelines to improve user 
interaction and access to information in academic 
environments. Using Mississippi State University as a case 
study, it achieved a mean RAGAS score of 0.96, with high 
usability ratings based on the System Usability Scale 
(SUS). 

Similarly, Torres et al. [18] propose a framework to 
automatically generate human-like question-answer pairs. 

The framework was used to evaluate the performance of 
the fine-tuned Llama-2-13B model in Dutch which 
showed promising accuracy and strong language 
understanding. 

Using 300 multiple-choice questions, paper [19] 
systematically examines the impact of model 
configurations, prompt engineering, and various versions 
of LLMs, such as GPT-3.5, GPT-4, Claude, Mistral, and 
Llama, among others. The findings show that proprietary 
models like GPT-4o and Claude3.5-Sonnet achieved the 
highest accuracy (73.7% and 74.0%, respectively), 
outperforming open-source models such as Llama3.1 and 
Mixtral. 

Furthermore, Jiang et al. [20] introduce LongRAG, a 
framework featuring a “long retriever” and a “long reader” 
that processes entire Wikipedia documents into 4K-token 
units. It achieves EM scores of 62.7% on NQ and 64.3% 
on HotpotQA, and F1-Scores of 25.9% on Qasper  
and 57.5% on MultiFieldQA-en, matching SoTA models 
without additional training. In summary, the reviewed 
LLM-focused studies illustrate their strong capabilities for 
improving both retrieval accuracy and generative quality 
in RAG frameworks. The key studies reviewed in this 
section are summarized in Table II.  

TABLE II. SUMMARY OF RELATED WORK: APPROACHES, ADVANTAGES, AND LIMITATIONS 

Group References Summary of Contributions Advantages Limitations 

Career Guidance 
Systems in 
Education 

[2–6] 

ML, data visualization, and 
recommendation techniques for career 
guidance; match student skills/attributes to 
career paths. 

Targeted, data-driven 
advice; improved decision-
making. 

Dependent on historical/predefined 
datasets; scalability challenges. 

AI Chatbots & 
RAG in Education [7–14] 

NLP chatbots and RAG for admissions, 
tutoring, and career guidance; real-time 
and context-aware recommendations. 

Accurate, adaptive, up-to-
date; enhanced 
engagement. 

Requires robust retrieval infrastructure; 
maintenance of knowledge bases; 
domain adaptation needed. 

LLMs & RAG-
Enhanced 
Frameworks 

[15–19] 
Exploration of LLM capabilities in 
retrieval & generation; fine-tuning and 
benchmarking models. 

Strong semantic 
understanding; high 
accuracy; scalable. 

High computational cost; 
domain/language specificity. 

Specialized RAG 
Architectures [20] 

LongRAG architecture for long-document 
processing with “long retriever” and “long 
reader.” 

Handles long-context 
queries effectively; state-
of-the-art performance. 

May be over-complex for short 
queries. 

 

III. METHODOLOGY 

A. System Architecture Breakdown 
The architecture of our chatbot system is composed of 

five distinct components: 
• Chatbot Interface: This is the system’s frontend. It 

allows student addressing queries and gather 
relevant information. We kept this chatbot 
interface in local (hosted on the local server in the 
school’s IT infrastructure) to ensure direct control 
and quick access. 

• Retrieval System: this component handles 
searching for relevant content related job 
description and educational pathways. It is 
deployed in the cloud to make sure that we can 
scale the data without heavy local resource usage 
and continuously update the career database. 
When it comes to the costs associated with, this 

solution is so far cost-effective considering that the 
number of users does not exceed 300. 

• Question Answering: This AI powered model 
handles complex or more personalized questions 
asked by students regarding educational pathways 
and career planning. Consequently, this 
component requires a trained language model to 
process student queries and generate responses. It 
is also hosted in the cloud to cover the 
computational power needed.  

• Data Storage: This component stores static and 
structured data, including frequently asked 
questions and basic career guidance content. It is 
stored locally (in the same machine hosting the 
chatbot interface) for quick access to basic content. 
The stored data is indexed using search engines 
ElasticSearch as the requirement don’t involve 
intensive analytics. 
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• API Management: This layer handles the 
communication between local and cloud hosted 
modules(the retrieval system, the AI model and the 
chatbot interface), ensuring smooth interaction 
between the chatbot interface, retrieval system, 
and AI model. 

B. System Flow 
To provide a seamless and efficient user experience, the 

chatbot system is designed to process queries through a 
structured pipeline that integrates local and cloud based 
components. Fig. 1 depicts the pipeline for query 
processing, illustrating the integration of local and  
cloud-based components. 

 

 
Fig. 1. Pipeline for query processing. 

(1) User Query Submission: The process begins when 
a student submit a query through the chatbot 
interface available on the institutional website. 

(2) Query Classification: The query is classified as 
either simple or complex. In this paper, we opted 
for a rule based query classifier which relies on 
predefined keywords. This method focuses on 
quick deployment and avoids the overhead of 
training a machine learning model. This classifier 
was chosen to prioritize the RAG trait with the 
intention of exploring other techniques while 
improving our system. 

• Simple queries: resolved using predefined answers 
stored in the local knowledge base. 

• Complex queries: routed to the RAG pipeline for 
further processing. 

(3) Document Retrieval: For complex queries, the 
retrieval system searches the indexed knowledge 
base to find the most relevant documents. 

(4) Response Generation: The retrieved documents 
are passed to the generative AI model which 
generates a appropriate response. The final answer 
is then sent to the user through the chatbot interface 
(response delivery). 

C. Cloud vs. Local Components 
When designing our RAG based chatbot, we conducted 

an analysis to determine which components should be 
hosted locally and which should be deployed in the cloud. 
We have carefully considered different factors such as 
scalability, cost efficiency and data accessibility to 
determine the most suitable combination for our system. 
Table III below summarizes the hosting strategy, outlining 
the key components, their deployment location, and the 
rationale behind each decision. 

TABLE III. JUSTIFICATION FOR HOSTING LOCAL AND CLOUD COMPONENTS IN THE CHATBOT SYSTEM RAG INTEGRATE 

Hosting Location Component Motive Advantage Ease of System Updating 

Local Chatbot Interface Immediate responses, less cloud 
reliance Cost-efficient for small user base Manual updates, quick for 

small scale 
Data Storage Quick access to static data Low latency for frequent queries Manual, infrequent updates 

Cloud 
Retrieval System Scalable for large datasets Handles growth and frequent 

updates 
Centralized, instant for all 

users 
Question Answering AI 

Model Offload heavy computation High compute power without 
local hardware 

Centralized, no local 
disruption 

 

IV. BUILDING THE RETRIEVAL AUGMENTED GENERATION 
SYSTEM 

A. Local Data Preparation (for simple Queries) 
Local data refers to information stored within the 

system that can be accessible without external retrieval 
process; it contains brief responses for basic queries such 
as admission requirements or institution details. The 
preparation procedure followed for local data involved the 
following steps: 

• Collection: we start with gathering relevant 
information from sources such as official 
institutional websites. 

• Formatting: The collected data is then structured in 
JSON format to ensure easy integration, eg.: 

 

[ 
  { 
    “question”: “When do the Faculty of Medicine 

applications open?” 
    “answer”: “Applications open on July 1st.” 
  } 
] 
• Indexing: we used a simple dictionary-based 

mapping to instantly link questions to their 
matching answers.  

B. Retrieval Data Preparation (for Complex Queries) 
For complex queries, we implemented a systematic 

process starting with document collection where we collect 
data from different sources (government reports, academic 
papers, career databases, etc.). The data for the RAG 
component is different from the local data because it needs 
to be more comprehensive and detailed. This large dataset 
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contains detailed information across 10 categories 
(admissions, fees, academic calendar, etc.). To gather this 
dataset, we implemented a web scraping pipeline which 
extract content from official sources (web pages) and 
databases and store the data in a clean, structured JSON 
format. 

Table IV below summarizes the categories and data 
volume where the Number of Entries column shows the 
total records (document or response) in each category and 
the Total Tokens column reflects the dataset’s text volume 
(number of words in each category). 

TABLE IV. SUMMARY OF DATASET CATEGORIES AND TOKEN 
DISTRIBUTION 

Dataset Number of Entries Total Tokens 
Admissions 150 4500 

Tuition & Fees 150 3750 
Scholarships 100 2700 

Courses & Programs 150 5250 
Student Life 100 2300 

Academic Calendar 100 2000 
Campus Facilities 100 2200 

General Information 100 1800 
Total Dataset 950 24,500 tokens 

 
To better illustrate the distribution of text volume across 

categories, Fig. 2 presents the total tokens for each dataset 
category in a bar chart. This visual representation 
highlights that “Courses & Programs” and “Admissions” 
contain the largest token volumes, while categories such as 
“General Information” have smaller text content.  

 

 
Fig. 2. Token distribution across dataset categories. 

The next step is cleaning and structuring where we 
process these documents by removing irrelevant data and 
preparing them for retrieval (standardizing formats 
(JSON)): 

[ 
  { 
    “id”: “001”, 
    “source”: “University Admissions Guide”, 
    “category”: “Admissions”, 
    “title”: “Application Deadlines”, 
    “content”: “The application deadline for Medicine 

studies is July 30.”, 
    “tokens”: 9 
  } 
] 

For the retrieval stage, we implement a two-part 
process: embedding generation and indexing using 
Elasticsearch. For embedding generation, we compared 
three models, OpenAI’s text-embedding-ada-002, BERT, 
and Mistral embeddings.  

Each model transforms textual data into  
high-dimensional vector representations and associates 
them with document metadata. These vectors are then 
indexed in Elasticsearch, enabling efficient vector 
similarity search across the dataset. 

Additionally, we implemented a traditional baseline 
using a TF-IDF–based retrieval method combined with 
cosine similarity, to contrast keyword-based matching 
with semantic embedding approaches. 

Fig. 3 below illustrates the systematic workflow for 
document processing and retrieval starting with data 
collection from various sources, followed by cleaning and 
structuring this data to ensure relevance. Next, the 
embeddings are generated which are then indexed. 

 

 
Fig. 3. Systematic workflow for document processing and retrieval. 

When a query is submitted, we convert it into an 
embedding using the selected pretrained model (OpenAI 
text-embedding-ada-002, BERT, or Mistral, depending on 
the experimental configuration), This query vector is then 
compared against the indexed document vectors using 
Elasticsearch’s similarity search. The retrieval step returns 
the most relevant documents, which are then passed to the 
generation component for response construction. 

C. Design the Generation Component 
For the generative component, we evaluated the 

performance of GPT, LLaMA 3, and Mistral, all 
transformer-based language models with unique 
architectural optimizations and training datasets. To 
ensure a fair comparison, we conducted a series of tests on 
each model, using the same dataset and query structure for 
consistency. The models were tested based on their ability 
to generate fluent, accurate, and contextually relevant 
responses to user queries. 

As mentioned above, the system processes the user’s 
query by first retrieving the most relevant documents 
through the retrieval component. The model then predicts 
the most probable sequence of words, creating a coherent, 
context-aware answer for the user. As illustrated below in 
Fig. 4 the “Generate” step serves as the final stage in the 
pipeline. 

0
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Fig. 4. Generation component. 

V. EXPERIMENTAL EVALUATION 

For evaluating the performance of our RAG based career 
guidance chatbot, we adopt an evaluation flow that focuses 
on two key stages: retrieval and generation. 

A. Retrieval Evaluation 
In the retrieval stage of our RAG-based chatbot, we 

compared OpenAI’s text embeddings Mistral embeddings 
and BERT, all integrated with Elasticsearch for indexing 
and similarity-based retrieval. In addition, and to provide a 
traditional baseline, we implemented a TF-IDF–based 

retrieval method combined with cosine similarity. The  
TF-IDF approach represents documents as sparse  
term-frequency vectors weighted by their inverse document 
frequency allowing for direct keyword matching without 
relying on pre-trained semantic models. For the retrieval 
evaluation, we used Precision@k to measure how 
accurately the system selects from the knowledge base and 
documents the exact relevant information in response to a 
student query. The precision@k value is expressed as 
follow: 

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 = 𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁𝑁 𝑜𝑜𝑜𝑜 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅  𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 𝑖𝑖𝑖𝑖 𝑡𝑡𝑡𝑡𝑡𝑡 𝑘𝑘 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅
𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 𝐾𝐾

  

It tells us the proportion of relevant results among the 
first K retrieved documents. To account for variability 
across multiple runs with different random seeds, we also 
report the standard deviation for each metric, providing 
insight into the robustness of each retrieval method. The 
results of our comparative evaluation are presented in the 
Table V below. 

By analyzing the results of the table above, we notice 
that OpenAI embedding slightly outperform BERT 
embedding at Precision@1 (0.62 vs. 0.60) and has higher 
precision levels across various K values (Precision@3, 
Precision@5, and Precision@10) with consistently low 
variability (SD ≤ 0.015), which indicates stable 
performance. However, results show that Mistral 
embedding, fall behind BERT and OpenAI at most 
precision levels.  

TABLE V. MODEL PERFORMANCE COMPARISON (PRECISION AT TOP-K PREDICTIONS ± STANDARD DEVIATION) 
Model Precision@1 ± SD Precision@3 ± SD Precision@5 ± SD Precision@10 ± SD 
OpenAI 0.62 ± 0.015 0. 72 ± 0.013 0.77 ± 0.014 0.82 ± 0.010 
Mistral 0.55 ± 0.018 0.65 ± 0.015 0.72 ± 0.015 0.78 ± 0.012 
BERT 0.60 ± 0.016 0.70 ± 0.016 0.75 ± 0.012 0.80 ± 0.011 

TF-IDF 0.48 ± 0.020 0.56 ± 0.018 0.60 ± 0.016 0.65 ± 0.014 
 

As expected, the TF-IDF baseline gave lower precision 
scores at all K values, showing the limits of  
keyword-based search compared to embeddings. This 
supports our choice of OpenAI embeddings for the chatbot, 
especially when precision at smaller K values is important. 

B. Generation Evaluation 
For the generation evaluation, we employed BERTScore 

which evaluates the semantic similarity between the 
generated response and a reference response. Reporting the 
standard deviation helps reflect the variability and 
robustness of the model performance across multiple test 
samples. In the results, if the BERTScore is high, it 
indicates that the chatbot generated responses have a 
semantic alignment with the expected answers. 

We compute BERT Score Precision (Eq. (1)), Recall  
(Eq. (2)), and F1-Score as follows: 

 𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 = 1
𝑁𝑁
� (cos(𝑔𝑔𝑔𝑔, 𝑟𝑟𝑟𝑟))𝑁𝑁

𝑖𝑖=1  (1) 

 𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 = 1
𝑀𝑀
� (cos(𝑔𝑔𝑔𝑔, 𝑟𝑟𝑟𝑟))𝑀𝑀

𝑗𝑗=1  (2) 

𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵 𝐹𝐹1 = 2 ×  
(1) × (2)
(1) + (2) 

• Gi & Rj: the BERT embedding of the words in the 
generated and reference responses. 

• cos(gi,rj): cosine similarity between these 
embedding 

• N: the number of words in the generated response 
• M: the number of words in the reference response 

These three metrics were selected as they together 
capture semantic accuracy (Precision), content coverage 
(Recall), and the balance between them (F1), providing a 
well-rounded assessment of generation quality. As shown 
in Table VI, GPT slightly outperforms LLaMA 3 and 
Mistral across precision, recall, and F1, with more stable 
results overall. 

TABLE VI. MODEL PERFORMANCE METRICS BERTSCORE (PRECISION, 
RECALL, AND F1-SCORE ± STANDARD DEVIATION) 

Model BERTScore: 
Precision ± SD 

BERTScore: 
Recall ± SD 

BERTScore: 
F1-Score ± SD 

GPT 0.89 ± 0.012 0.85 ± 0.011 0.87 ± 0.011 
LLaMA 3 0.88 ± 0.013 0.84 ± 0.012 0.86 ± 0.012 

Mistral 0.85 ± 0.015 0.83 ± 0.014 0.84 ± 0.013 
 

Beyond the results presented earlier, we selected 
OpenAI embeddings combined with GPT for the final 
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implementation based on several other factors. First, 
OpenAI embeddings when paired with GPT offer a strong 
and scalable solution that generates more relevant and 
coherent responses. Additionally, it integrates seamlessly 
into our pipeline, reducing processing costs while keeping 
retrieval accuracy high. From a future development 
perspective, this combination offers flexibility for  
fine-tuning and facilitates continuous improvements to the 
system. 

In addition to BERTScore, we employed RAGAS score 
to the final implementation (OpenAi Embedding + GPT) to 
provide a more comprehensive evaluation of our RAG 
system. This metric is particularly valuable in the context 
of our career counseling chatbot, as it balances retrieval 
precision with generation quality. 

RAGAS = α ⋅ Precision(retrieve) + β⋅ BERTScore(generation) 

For this study, we assigned equal weights assigned to 
retrieval precision and generation quality (α = 0.5 and  
β = 0.5), the final RAGAS score for this combination  
is 0.74, confirming its strong performance in delivering 
relevant responses. 

VI. DISCUSSION 

Our study included hybrid approaches, combining 
information retrieval with generative models with the aim 
of pulling relevant data from a vast knowledge base and 
then generates contextually appropriate responses. In the 
retrieval component, we conducted a comparative analysis 
between OpenAI embedding, BERT and Mistral 
Embedding while maintaining the same indexing system, 

Elasticsearch. We also introduced a traditional baseline 
using a TF-IDF–based retrieval method combined with 
cosine similarity, allowing us to compare modern semantic 
embeddings against a keyword-matching approach. For the 
generation component, we compared GPT against two 
open-source alternatives, LLaMA 3 and Mistral.  

The combination of the capabilities of both Openai 
(retrieval component) and GPT (generation component) 
allows us to offer a real-world career counselor to 
baccalaureate students, with evaluation results confirming 
its effectiveness across key metrics. For retrieval, the 
Precision@3 score of 0.72 ± 0.014 shows that about 72% 
of the top 3 results matched the students’ queries. For 
generation, the BERTScore Precision of 0.89 ± 0.012 
indicates that the responses were very close in meaning to 
the references, with little variation. There is also the 
BERTScore Recall of 0.85 ± 0.011, showing that the 
generated response covers a significant portion of the 
semantic content from the reference response. Furthermore, 
the final implementation achieved a RAGAS score of 0.74, 
balancing both retrieval accuracy and generation quality. 

Besides the metrics of precision, BERTScore and 
RAGAS score, we also wanted to ensure the credibility and 
usefulness of our chatbot by gathering student feedback 
through a short survey. 78% of users (students) rated the 
chatbot as very helpful or helpful, which reflects the 
chatbot’s ability to meet students’ expectations for career 
guidance, and demonstrates its potential in terms of its 
performance in providing contextually rich responses.  

To provide a concise overview of these results, Table VII 
summarizes the main findings across retrieval, generation, 
integrated performance, and user evaluation. 

TABLE VII. SUMMARY OF MAIN FINDINGS 

Evaluation 
Aspect Metric(s) Best 

Model/Approach Key Results Observation 

Retrieval 
Performance Precision@K OpenAI 

Embeddings 
P@1 = 0.62, P@3 = 0.872, P@5 

= 0.77, P@10 = 0.82 
Highest accuracy across all K values 

compared to BERT and Mistral 
Generation 

Quality 
BERTScore 

(P/R/F1) GPT 0.89 ± 0.012/0.85 ± 0.011/0.87 ± 
0.011 

Strongest semantic accuracy and content 
coverage 

Integrated 
Performance RAGAS Score OpenAI + GPT 0.74 Balanced high retrieval and generation 

quality 

User Evaluation Satisfaction 
Survey OpenAI + GPT 78% “helpful” or “very helpful” 

responses 
Positive reception confirms practical 

value 
 

Although GPT achieved the highest BERTScore F1, the 
margin over LLaMA 3 and Mistral was limited. Assessing 
the statistical significance of these differences is left for 
future work. 

Additionally, to further enhance the user experience, we 
made sure to keep the chatbot interface as simple as 
possible. The Figs. 5 and 6 below provide a visual 
representation of the chatbot’s response to a student’s 
query. 

It was concluded that AI chatbots, especially those built 
on RAG, can bridge the gaps of traditional methods of 
career counseling by providing accessible and tailored 
support to students in real time. The chatbot isn’t just an 
information repository; it engages students in interactive 
conversations, creating a supportive environment for their 
academic efforts [21]. Thus, it can help Moroccan 

baccalaureate students navigate complex career paths and 
explore in detail market demands. 

 

 
Fig. 5. Chatbot interface. 
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Fig. 6. Example of chatbot response. 

VII. CONCLUSION 

This study highlights the potential of rag-based chatbot 
in enhancing the accessibility and quality of career 
counseling for Moroccan Baccalaureate students.  

By integrating OpenAI embeddings for retrieval and 
GPT for generation, our system has demonstrated strong 
and consistent results across the evaluation metrics. The 
BERTScore confirm the semantic quality of generated 
responses and validate the RAG based approach as an 
alternative or a complement to traditional career counseling 
methods. The originality of this work lies in the first 
deployment of a RAG-based career counseling system 
specifically adapted to the Moroccan educational context. 
The proposed hybrid design combines local and cloud 
elements to ensure both cost efficiency and scalability. In 
addition, the study presents a comparative evaluation of 
several embedding and generative models using retrieval, 
generation, and combined performance measures. The  
real-world validation of the chatbot, supported by positive 
feedback from students, further reinforces its practical 
relevance and applicability. 

Beyond its current for baccalaureate students, this work 
sets the foundation for future advancements. One 
promising direction is the integration of machine learning 
based classification models to replace the rule based 
classification for the retrieval approach.  Additionally, fine 
tuning the generative model on a specialized dataset of 
career related interactions could improve the contextual 
appropriateness and domain specific accuracy of generated 
responses. 

The system could be adapted to use larger knowledge 
base toward making it a more comprehensive career 
guidance tool. At present, the system works within a limited 
dataset. Adding broader content on programs, jobs, and 
internships would strengthen its value. Its adaptable design 
also makes it suitable for use in higher education, where it 
could provide continuous career support. 
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